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Overview of Today’s Lecture

▶ Probabilistic Databases

▶ Computational Social Choice

▶ Concluding Remarks
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Probabilistic Databases

▶ So far, data stored in a database have been assumed to
exist with certainty.

▶ However, in modern applications, data may be uncertain:
noisy, fuzzy, or corrupted.
▶ Such applications include social media, information

integration, scientific data management (e.g., sensor
network data), . . .

▶ Probabilistic Databases provide a framework for modeling
and managing uncertain data.
▶ Probabilistic Databases extend relational databases with

probabilities.
▶ Both the data and their probabilities are stored as

"standard" relations, but the semantics of query answering
takes probabilities into account.
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Probabilistic Databases

Definition
A probabilistic database is a pair W = (D,P) such that
▶ D = {D1, . . . ,Dk} is a finite set of databases Di over the

same schema.
▶ P : D → [0,1] is a function such that

∑k
i=1 P(Di) = 1.

Intuition
▶ A probabilistic database can be in one of finitely many

possible states, each with some probability.
▶ D is a set of possible worlds representing the possible

states of the probabilistic database.
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Marginal Probabilities

Definition
Let W = (D,P) be a probabilistic database.
▶ Let q be a k -ary query, k ≥ 1, and let a be a k -tuple.

The marginal probability Pr(q,a,W) of a is

Pr(q,a,W) =
∑

a∈q(Di )

P(Di).

▶ Let q be a Boolean query.
The marginal probability Pr(q,W) of q is

Pr(q,W) =
∑

Di |=q

P(Di).
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Query Evaluation over Probabilistic Databases

▶ Query Evaluation over probabilistic databases:
Given a k -ary query q, a k -tuple a, and a probabilistic
database W, compute the marginal probability Pr(q,a,W).

▶ Note that this is a combined complexity problem.
Here, we will focus on the data complexity of Boolean
conjunctive queries over probabilistic databases.

▶ Fix a Boolean conjunctive query q.
Then Pr [q] is the following algorithmic problem:
Given a probabilistic database W, compute the marginal
probability Pr(q,W).
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Query Evaluation over Probabilistic Databases

▶ In the earlier contexts, query evaluation was about telling
whether or not a tuple is an answer to the query, so the
value associated with the tuple is 1 ("true") or 0 ("false").

▶ Query evaluation over probabilistic databases is about
associating to a tuple a value between 0 and 1 that denotes
the probability of the tuple being an answer to the query.
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Representations of Probabilistic Databases

▶ A probabilistic database may have an arbitrarily large
number of possible worlds, which implies that listing all
these possible worlds may be infeasible.

▶ For this reason, several different compact representations
of probabilistic databases have been introduced and
investigated.

▶ Here, we will focus on tuple-independent databases, which
is arguably the simplest model for probabilistic database
design.

▶ Intuitively, in a tuple-independent database all tuples are
independent probabilistic events.
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Visualizing the Marginal Probability

1

…....

Probabilistic Database D

W = set of databases

represented by D
D2 Dk

Query q

pr(q) =   Σi pr(Di),  where Di ⊨ q

D1



Tuple-Independent Databases
▶ A tuple-independent relation is a relation R(A1, . . . ,Am,P)

in which tuples (a1, . . . ,am) are independent events and
the values of P are numbers in the interval [0,1] denoting
the marginal tuple probabilities of the tuples.

Company Product P
Apple iphone 13 0.95
Samsung Galaxy A52 0.96
Apple iphone 12 0.75
LG Wing 0.85

▶ This table is a compact representation of 16 possible tables.
▶ For example, the table consisting of the first, the second,

and the fourth tuple has probability
0.95 · 0.96 · 0.25 · 0.85 = 0.2125.

▶ A tuple-independent database is a database consisting of
tuple-independent relations.
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Data Complexity in Tuple-Independent Databases

▶ Fix a Boolean query q.
Pr [q] is the following problem: Given a tuple-independent
database W, compute the marginal probability Pr(q,W).

▶ This is a data complexity problem because the query is
fixed and the input is a tuple-independent database W.

▶ Recall that the data complexity of unions of conjunctive
queries on (deterministic) databases is in LOGSPACE.

▶ As it turns out, the data complexity of unions of conjunctive
queries on probabilistic databases can be much higher.
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Data Complexity in Tuple-Independent Databases

Dichotomy Theorem (Dalvi and Suciu - 2012)
Let q be a union of Boolean conjunctive queries.
Then Pr [q] is in P or Pr [q] is #P-complete.

Note
▶ #P is the class of counting problems associated with

decision problems in NP.

▶ The class #P was introduced by Valiant in 1979.
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Computational Complexity of Counting Problems

▶ Valiant showed that #P contains complete problems under
suitable counting reductions.

▶ The prototypical #P-complete problem is #SAT:
Given a CNF-formula φ, compute the number of its
satisfying assignments.

▶ Valiant discovered the "easy" decision - "hard" counting
phenomenon: there are decision problems in P, whose
counting version is #P-complete.

▶ #POSITIVE 2SAT is #P-complete.
POSITIVE 2CNF-FORMULA: conjunction of (xi ∨ xj)’s

▶ Toda - 1989 showed that PH ⊆ P#P.
This implies that being #P-complete is harder than being
NP-complete.
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Data Complexity in Tuple-Independent Databases

Dichotomy Theorem (Dalvi and Suciu - 2012)
Let q be a union of Boolean conjunctive queries.
Then Pr [q] is in P or Pr [q] is #P-complete.

▶ The proof of this result is beyond the scope of this course.

▶ We will focus, instead, on an important special case of this
result, a case that was obtained earlier.

▶ For this, we need to introduce the notion of a hierarchical
query.
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Hierarchical Queries

Definition
▶ A self-join free conjunctive query is a conjunctive query in

which no relation symbol appears more than once.
▶ Let q be a self-join free conjunctive query.

▶ If x is a variable of q, then at(x) is the set of all atoms of q
in which x appears.

▶ We say that q is hierarchical if for every two variables x and
y of q, one of the following holds:
at(x) ⊆ at(y), at(y) ⊆ at(x), at(x) ∩ at(y) = ∅.

Example
▶ The query ∃x∃y(R(x) ∧ S(x , y)) is hierarchical.

at(x) = {R,S},at(y) = {S}.
▶ The query ∃x∃y(R(x) ∧ S(x , y) ∧ T (y)) is not hierarchical.

at(x) = {R,S},at(y) = {S,T}.
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Data Complexity in Tuple-Independent Databases

The Little Dichotomy Theorem (Dalvi and Suciu - 2004)
Let q be a Boolean self-join free conjunctive query.
▶ If q is hierarchical, then Pr [q] is in P.
▶ If q is not hierarchical, then Pr [q] is #P-complete.

Proof Idea
▶ Hierarchical queries admit safe evaluation plans.
▶ Non-hierarchical queries:

▶ Show that Pr [∃x∃y(R(x) ∧ S(x , y) ∧ T (y))] is #P-complete.
▶ Show that if q is not hierarchical, then

Pr [∃x∃y(R(x) ∧ S(x , y) ∧ T (y))] is reducible to Pr [q].
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Hierarchical Queries

Let q be the hierarchical query ∃x∃y(R(x) ∧ S(x , y)) and let W
be a tuple-independent database.

• First, write q as ∃x(R(x) ∧ ∃yS(x , y)).

• Then, using tuple-independence repeatedly, we have that:

Pr [q] = 1 −
∏

a∈adom(W)

(1 − P((R(a) ∧ ∃yS(a, y))))

= 1 −
∏

a∈adom(W)

(1 − P((R(a)) · P(∃yS(a, y))))

= 1 −
∏

a∈adom(W)

(1 − P((R(a)) · (1 −
∏

b∈adom(W)

(1 − P(S(a,b))))))

• The last expression has size O(n2), where n = |adom(W)|.
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Non-Hierarchical Queries

▶ A positive partitioned 2DNF formula (PP2DNF) is a
DNF-formula of the form

(xi1 ∧ yj1) ∨ · · · ∨ (xik ∧ yjk ),
where the xi ’s and the yj ’s form disjoint sets of variables.

▶ Theorem (Provan and Ball - 1983)
#PP2DNF is #P-complete.

▶ Theorem (Dalvi and Suciu - 2004)
There is a counting reduction from
#PP2DNF to Pr [∃x∃y(R(x) ∧ S(x , y) ∧ T (y))].
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Non-Hierarchical Queries

Counting reduction from
#PP2DNF to Pr [∃x∃y(R(x) ∧ S(x , y) ∧ T (y))].

▶ Suppose φ is the formula (x1 ∧ y1) ∨ (x1 ∧ y2) ∨ (x2 ∧ y1)

▶ Let Wφ be the tuple-independence database

R X P S X Y P T Y P
x1 0.5 x1 y1 1 y1 0.5
x2 0.5 x1 y2 1 y2 0.5

x2 y1 1

▶ There is a 1-1 correspondence between truth assignments
for φ and possible worlds for Wφ.

▶ It is easy to see that
#φ = 2nPr(∃x∃y(R(x) ∧ S(x , y) ∧ T (y)),Wφ),

where n is the number of variables of φ.
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Non-Hierarchical Queries

Let q be a Boolean conjunctive query that is not hierarchical.
▶ By definition, there are variables x and y of q such that

at(x) ̸⊆ at(y), at(y) ̸⊆ at(x), at(x) ∩ at(y) ̸= ∅.

▶ Since at(x) ̸⊆ at(y), there is an atom R′(x , . . .) in which y
does not appear.

▶ Since at(y) ̸⊆ at(x), there is an atom S′(y , . . .) in which x
does not appear.

▶ Since at(x) ∩ at(y) ̸= ∅, there is an atom T ′(x , y , . . .) in
which both x and y appear.

▶ These atoms can be used to obtain a counting reduction
from Pr [∃x∃y(R(x) ∧ S(x , y) ∧ T (y))] to Pr [q].

19 / 22



Data Complexity in Tuple-Independent Databases

The Little Dichotomy Theorem (Dalvi and Suciu - 2004)
Let q be a Boolean self-join free conjunctive query.
▶ If q is hierarchical, then Pr [q] is in P.
▶ If q is not hierarchical, then Pr [q] is #P-complete.

Open Problems:
▶ Dichotomy Theorem for arbitrary conjunctive queries on

the block-independent-disjoint model.
▶ Dichotomy Theorem for arbitrary conjunctive queries on

the tuple-independent model in the presence of functional
dependencies.
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Probabilistic Databases - Synopsis

▶ Probabilistic databases constitute a different meeting point
of logic, data, and incomplete information.

▶ The notion of the certain answers has to be modified to a
notion that yields marginal probabilities of queries.

▶ Even in the simplest model of probabilistic databases, the
data complexity of query evaluation can be very high.

For a comprehensive overview of probabilistic databases, see
the monograph by Suciu, Olteanu, Ré, Koch.
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Data Complexity of Conjunctive Queries

Setting Data Complexity
Single DB in LOGSPACE
CERTAINTY(q) (FDs, subset repairs) coNP-complete
CERTAIN(q,Sol(I)): s-t tgds, weak. acyc. t-tgds, egds P
CERTAIN(q,Sol(I)): s-t tgds, arbitrary t-tgds, egds Undecidable
Pr(q) Tuple Independence Model #P-complete

The Price of Incompleteness
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Thematic Roadmap

So far, we have covered the following topics:

✓ Review of Relational Data Model, Conjunctive Queries, Complexity

✓ Inconsistent Databases

✓ Data Exchange

✓ Probabilistic Databases

with emphasis on the certain answers of conjunctive queries

Now, we will discuss

➢ Computational Social Choice and Databases
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Social Choice Theory

Definition:

“Social choice theory is the study of collective decision  

processes and procedures.”

Stanford Encyclopedia of Philosophy – 2013

Selected Themes:

• How can individual votes, preferences, or judgments be aggregated 

into a collective (societal) output?

• What are the properties of different voting systems?

• When is non-dictatorial aggregation possible?

(when is it the case that no individual voter can 

impose their preferences on the society?)
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Roadmap

• Introduction to social choice theory

• Positional scoring rules and winners 

• Incomplete preferences, necessary winners and possible winners

• Complexity of necessary winners and of possible winners

• Election databases

• Semantics and complexity of queries on election databases.

3



Very Brief History 

of 

Social Choice Theory

• Ramon Llull (1235-1315)

Ars Electionis – pairwise majority voting

• Jean-Charles de Borda (1733-1799) 

Ranked preferential voting system –

the Borda count

• Marquis de Condorcet (1743-1794)

– A variant of pairwise majority voting 

– Discovered Condorcet’s paradox
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Very Brief History 

of 

Social Choice Theory

• Kenneth Arrow (1921-2017)

Arrow’s Impossibility Theorem

• Amartya Sen (1933 -- )

Collective Choice and Social Welfare

• Eric Maskin (1950 -- )

Mechanism Design
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Very Brief History 

of 

Social Choice Theory

• Kenneth Arrow (1921-2017)

Arrow’s Impossibility Theorem

1972 Nobel Memorial Prize in Economics 

• Amartya Sen (1933 -- )

Collective Choice and Social Welfare

1998 Nobel Memorial Prize in Economics 

• Eric Maskin (1950 -- )

Mechanism Design

2007 Nobel Memorial Prize in Economics 
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Computational Social Choice

Definition:

Computational social choice is the study of algorithmic aspects of social 

choice theory.

➢ Meeting point of computer science, economics, social welfare.

Selected Themes:

• Algorithms/Complexity of winner determination in elections.

• How easy or difficult is it to manipulate an election?

• How to cope with uncertainty or incomplete information in voter 

preference?
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Handbook of Computational Social Choice

Edited by 

F. Brandt, V. Conitzer, U. Endriss, J. Lang,  A.D. Procaccia

Cambridge University Press 2016, 529 pages.
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Elections 

Candidates

Voters
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Formal Model of Voting Rules

• Candidates: c1,…,cm ;     Voters: v1,…,vn

• The preference of each voter is a complete ranking of the candidates 

(formally, a linear order)

• A (preference) profile is a vector (≻1,…,≻n) of complete rankings 

(linear orders)  over the candidates cast by the voters v1,…,vn

• A voting rule maps each profile to a set of winners

ci1   
≻j ci2   

≻j ci3   
≻j ci4   

≻j ci5   
≻j ⋯ ≻j  cim

vj
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Formal Model of Voting Rules

• A (preference) profile is a vector (≻1,…,≻n) of complete rankings 

(linear orders) over the candidates cast by the voters v1,…,vn

• A voting rule maps each profile to a set of winners

• Main Example: Positional scoring rules

– A score is associated to each position

– The score of each candidate is the sum of the scores given to 

the candidate by the voters

– The winners are the candidates with maximum score

ci1   
≻j ci2   

≻j ci3   
≻j ci4   

≻j ci5   
≻i ⋯ ≻j  cim

s1     ≥ s2     ≥ s3    ≥ s4   ≥ s5    ≥ ⋯   ≥ sm

vj
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Examples of Positional Scoring Rules

1 0 0 0 0 ⋯ 0
s1 s2 s3 s4 s5 sm

plurality

1 ⋯ 1 0 0 ⋯ 0

k

k-approval

m-1 m-2 ⋯ 1 0

veto

1 ⋯ 1 1 1 1 0

Borda count

1 ⋯ 1 1 0 ⋯ 0

k

k-veto

cj1   
≻j cj2   

≻j ci3   
≻j cj4   

≻j cj5   
≻j … ≻j  cim

s1      ≥ s2      ≥ s3     ≥ s4     ≥ s5     ≥ ⋯     ≥voter vj

sm
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Winners and Losers

Voter Rank 1 Rank 2 Rank 3

v1 a c b

v2 b c a

v3 a c b

v4 c a b

• Four voters:  v1, v2, v3, v4

• Three candidates: a, b, c

Question: Who wins?

Answer: It depends on the rule
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Winners and Losers

Voter Rank 1 Rank 2 Rank 3

v1 a c b

v2 b c a

v3 a c b

v4 c a b

Rule Winner(s)

Plurality a

Veto c

Borda a, c

Four voters:  v1, v2, v3, v4

Three candidates: a, b, c

Rule Score

Plurality  (1,0,0) s(a) = 2, s(b) = 1, s(c) = 1

Veto        (1,1,0) s(a) = 3, s(b) = 1, s(c) = 4

Borda (2,1,0) s(a) = 5, s(b) = 2, s(c) = 5
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Beyond Political Elections – Example 1

Eurovision Song Contest

• Scoring Vector

s = (12,10,8,7,6,5,4,3,2,1,0,…,0)

• The candidates are the songs

• The voters are the judges

Eurovision 2021
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Beyond Political Elections – Example 2

Formula One World Championship

• 21-23 races per year  (Grands Prix)

• Scoring Vector 

s = (25, 18, 15, 12, 10, 8, 6, 4, 2, 1,0, …,0)

• The candidates are the drivers

• The voters are the races

16



Positional Scoring Rules- Recap

• Candidates  c1,…,cm and Voters  v1,…,vn

• A preference profile is a vector (≻1,…,≻n) of complete rankings 

(linear orders)  over the candidates by the voters v1,…,vn

• A positional scoring rule consists of scoring vectors 

s1 ⩾ s2 ⩾ ⋯ ⩾ sm

for each number m of candidates.

• Voter vj scores the candidates according to their position in the 

complete ranking ≻j of voter vj

• The scores each candidate receives are added up

• The winners are those getting a maximum sum of scores.
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Incomplete Preferences 

Fact: The preferences of voters may be incomplete, i.e., some voters are 

not able to produce a complete ranking of the candidates.

• Too many candidates.

• Not enough time spent on learning about the candidates

Question:  How can incompleteness be modeled?

18



Incomplete Preferences 

Fact: The preferences of voters may be incomplete, i.e., some voters are 

not able to produce a complete ranking of the candidates.

• Too many candidates (e.g., 46 candidates to replace Gavin Newsom)

• Not enough time spent on learning about the candidates

Question:  How can incompleteness be modeled?

Answer:  Use partial rankings (formally, partial orders) on the candidates.

Cruz  ≻ Clinton

Cruz  ≻ Trump

Sanders  ≻ Clinton

Sanders  ≻ Trump

Each voter casts a partial ranking

19



Incomplete Preferences & Completions

• Each voter casts a partial ranking 

• A completion of a partial ranking ≻ is a complete ranking ≻* that 

extends the partial ranking ≻

• Partial preference  profile: vector (≻1, …, ≻n) of partial rankings 

over the candidates cast by the voters v1,…,vn

• A completion of a partial preference profile is obtained by 

completing each partial ranking ≻j to a complete ranking ≻*j

– Thus, (≻*1, …, ≻*n) is a (complete) preference profile.
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Completions of Incomplete Preferences

Partial Ranking

Cruz  ≻ Clinton

Cruz  ≻ Trump

Sanders  ≻ Clinton

Sanders  ≻ Trump

Sanders ≻ Cruz ≻ Clinton ≻ Trump

Some Completions of the Partial Ranking

Sanders ≻ Cruz ≻ Trump ≻ Clinton

Cruz ≻ Sanders ≻ Clinton ≻ Trump
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Completions of Incomplete Preferences

Candidates

Voters
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Necessary Winners & Possible Winners 

• Partial preference profile: vector (≻1, …, ≻n),  where each ≻j is a partial 

ranking over the candidates.

• A completion of a partial preference profile (≻1, …, ≻n) is a profile

(≻*1, …, ≻*n) obtained by completing each ≻j to a complete ranking ≻*j 

Question:  What is a winner over a partial preference profile?

Definition:  Konczak & Lang - 2005 

Given a partial preference profile P, a candidate c is a

• necessary winner if c is a winner in every completion;

• possible winner if c is a winner in at least one completion.

23
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Necessary Winners & Possible Winners

Candidates

Voters

Will Trump always win?

Necessary Winner
Can Clinton win?

Possible Winner

24



Algorithmic Problems

Fix a positional scoring rule r 

• The Necessary Winner Problem (NW) with respect to r

Given a partial preference profile P and a candidate c, is  

c a necessary winner?

• The Possible Winner Problem (PW) with respect to r

Given a partial preference profile P and a candidate c, is 

c a possible winner?

Question: 

• Are there “good” algorithms for these algorithmic problems?

• Can we avoid exhaustive search over all completions?

(exponentially many completions may exist)

• Are these problems tractable (PTIME algorithm exists) or intractable?
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The Complexity of Necessary & Possible Winners 

Konczak-Lang [2005], Betzler-Dorn [2010], 

Xia-Conitzer [2011], Baumeister-Rothe [2012] 

Classification Theorem

• The Necessary Winner Problem is in P (solvable in PTIME), for 

every positional scoring rule.

• The Possible Winner Problem

– is in P (solvable in PTIME) for the plurality rule and the veto rule;

– is NP-complete for every other positional scoring rule.

the price of incompleteness

26

https://citeseerx.ist.psu.edu/viewdoc/download?doi=10.1.1.60.1872&rep=rep1&type=pdf#page=130
https://pdf.sciencedirectassets.com/272574/1-s2.0-S0022000010X0006X/1-s2.0-S0022000010000449/main.pdf?X-Amz-Security-Token=IQoJb3JpZ2luX2VjEI%2F%2F%2F%2F%2F%2F%2F%2F%2F%2F%2FwEaCXVzLWVhc3QtMSJIMEYCIQDfqBJ0xYO%2BIJ1qOmX%2B4A8kDcaqGve2GpPgAQLlF1v73AIhALtTzGKDnlMhZJFdHUY4z28qriM0mw2a1e%2FM6oS8v6xKKoMECJj%2F%2F%2F%2F%2F%2F%2F%2F%2F%2FwEQBBoMMDU5MDAzNTQ2ODY1IgyGLc4GkPXFzVp9euwq1wNxrLu2TYNQStHRwqtCW9vRKrsfPj1iZCp%2FYEoxaUWHz3o1W4mLlHvaKl26RAHsHu48D6TSWpgMGFh8Y2N0ymH%2FVUTV244iMgc2jESbttWv3LPNHfj71r%2BWGkLxlVvm0Qd8DhkW5x720o07DaRprdoJ4R6HeQ4IkvTfa6xIeTe1kMvdeAAj7wYQw0Yj2QGGFnfUVnhTpHmHgD2A6jrY59hzwu9ZA1JWh6ausPkv1vGWw7QX1RdrKPzbH%2Bwo9BqamANR8qv3avX1qNTLCvSHFD7JZk%2BwvVRFeWSCql3vGdQV7vcOaS6JshgqHpPDXFWcHGHd0vsE%2BltzcmjdXDfLKp%2FPPX7VRrvGAK4CbVR0Q4CTGZ74EZbxCMR5l5krOnJHjSDCyUEGrl47Wdf5CwPWkFGButjpA5lga9P8MYyobxmbahmu%2BYk1%2FdQfjymnpbR3QjffYf7QK3%2Bfu32BmjtQwnGxm1O0kCjyOFe8fGlmtknYBNiXuL0uEBv6%2FVg1K%2BZUJjED1iVSlInXK0xUrGs9QXIlxnMgaMI9YBlId8IUGJ6VUKFTEtjfON8iQEHGaDCVIDAAaqZXXLK%2Bx52zgt7%2Ft66IOy1zEyY91pTBHjTXoZq4dZBd743TGhUwj%2BCMiAY6pAGBchEhL7a0GrH6B2Yu0GfMCXZgreFZ2sUx4s87zzZRRtAn32SaoR6PzOyRpJwWqctdUrsP3kTCcMmBZNUzJchig03Msnu7bRfOim3MkXkKFQS0pZCy32dhmp4dZhg0Zkio7BxiEM%2BPTGsQGzxZr5SvKBWu2VkvRmKnco41Etny16Ejib9%2F4RI8Mm543sX%2BjYYOtiAqCHmcQiOByZTS%2BvcFFbcpDQ%3D%3D&X-Amz-Algorithm=AWS4-HMAC-SHA256&X-Amz-Date=20210729T234231Z&X-Amz-SignedHeaders=host&X-Amz-Expires=300&X-Amz-Credential=ASIAQ3PHCVTYUY36GDPO%2F20210729%2Fus-east-1%2Fs3%2Faws4_request&X-Amz-Signature=b5cbc83ee8d74a342d84354dd23e3294d523f5d6b8d0cafdd9bf0d54592e5159&hash=c33198ed9f811dddaf4fce75b9212658edd0dda310ac0499aaaf843fa31ba466&host=68042c943591013ac2b2430a89b270f6af2c76d8dfd086a07176afe7c76c2c61&pii=S0022000010000449&tid=spdf-86e53f33-4561-49cf-9759-3d95f96c7b50&sid=32ae1793955767465a08494526fb4329850dgxrqa&type=client
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Social Choice in Context

• Elections and polls take place in a context

• There is information about candidates:

– age, gender, education, net worth, position on issues, …

• There is information about voters:

– age, gender, education, occupation, …

• Voters may have partial preferences:

– They may be undecided between some candidates. 

Goal: Create bridges between social choice and databases

• Computational Social Choice Meets Databases

Kimelfeld, K …, Stoyanovich - IJCAI 2018

• Query Evaluation in Election Databases

Kimelfeld, K…, Tibi - PODS 2019
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Relational Databases and Queries

• A relational database is a collection of tables

• A query is a question posed against a database

Is there a candidate born in NYC whose net worth is less than $10M?

28

cand party net w spouse

Clinton D $45M Bill

Trump R $1.3B Melania

Cruz R $3.5M Heidi

person born

Clinton Chicago

Trump NYC

Cruz Calgary

voter age

Susan 45

David 62

James 29

Candidates BornIn Voters



Election Databases

Definition: An election database is a relational database augmented 

with (partial) preferences of voters.

Ingredient 1: Relational context about elections:

• There is information about candidates:

– age, gender, education, net worth, position on issues, …

• There is information about voters:

– age, gender, education, occupation, …

Ingredient 2: Partial preferences of voters

• There is information about voters and their (partial) preferences:

– They may be undecided between some candidates. 
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cand party net w spouse

Clinton D $45M Bill

Trump R $1.3B Melania

Cruz R $3.5M Heidi

person born

Clinton Chicago

Trump NYC

Cruz Calgary

voter age

Susan 45

David 62

James 29

Candidates BornIn Voters

poll voter partial preference

p1 Susan Cl ≻ Tr , Cr ≻ Tr

p1 David Tr ≻ Cr ≻ Cl

p1 James Cl ≻ Tr

poll voter preference

p1 Susan Cl ≻ Cr ≻ Tr

p1 David Tr ≻ Cr ≻ Cl

p1 James Cr ≻ Cl ≻ Tr

poll voter preference

p1 Susan Cr ≻ Cl ≻ Tr

p1 David Tr ≻ Cr ≻ Cl

p1 James Cl ≻ Cr ≻ Tr

Pref

poll voter preference

p1 Susan Cl ≻ Cr ≻ Tr

p1 David Tr ≻ Cr ≻ Cl

p1 James Cl ≻ Tr ≻ Cr

An Election Database

Completions 

of 

partial preferences
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Election Databases

Question 1:

What is the semantics of queries posed against an election 

database?

Question 2:

What is the computational complexity of queries posed against 

an election database?
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Examples of Queries

• Does a Republican always win?

q1( ) :  ∃x (WINNER(x) ∧ Party(x,'R’))

• Which cities are guaranteed to have winners from?

q2 (x)  :  ∃y (WINNER(y) ∧ LivesIn(y, x))

• Is there a winner of net worth < $1M?

q3( ) :   ∃x ∃w(WINNER(x) ∧ NetW(x,w) ∧ w<1M)

• Are there two winners who are cousins?  

q4( ):  ∃x ∃y (WINNER(x) ∧ WINNER(y) ∧ Cousin(x,y))

Note: These are conjunctive queries with WINNER atoms.

32



Necessary and Possible Answers to Queries

Definition: D a database, C partial profile, q a query that may involve 

the WINNER relation.

• A necessary answer to q is a tuple that belongs to q(C) for every

completion C  of D.

• A possible answer to q is a tuple that belongs to q(C) for at least 

one completion C of D.   

D

C1

C2

C3

q(C1)

q(C2)

q(C3)

NA(q) = ∩ q(Cj)

PA(q) = ∪ q(Cj)
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Examples of Queries

• Does a Republican always win?                            [necessary]

q1( ) :  ∃x (WINNER(x) ∧ Party(x,'R’))

Note:  NA(q1)  ≠ “is there a Republican who is a NW?” 

• Which cities are guaranteed to have winners from?                  

q2(x)  :  ∃y (WINNER(y) ∧ LivesIn(y,x)) [necessary]

• Is there a winner of net worth < $1M?      [necessary/possible]

q3( ) :   ∃x ∃w(WINNER(x) ∧ NetW(x,w) ∧ w<1M)

• Are there two winners who are cousins?  

q4( ):  ∃x ∃y (WINNER(x) ∧ WINNER(y) ∧ Cousin(x,y))

[necessary/possible] 
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Complexity of Necessary & Possible Answers

Algorithm

Fixed Voting Rule

Input: 
Election database

and a tuple

(partial profile + 

relations + tuple)

Fixed Query

Output:
Yes or No

• Each pair (q , r) gives rise to two decision problems: NA and PA

• Data Complexity problems (q and r are fixed)
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Complexity of Necessary Answers

• Recall that the Necessary Winner Problem is tractable for every 

positional scoring rule.

Main Result: Classification of the complexity of the Necessary Answers

for a broad collection of queries and for all positional scoring rules:

➢ Depending on the query and the positional scoring rule, it can be

tractable or it can be coNP-complete.

• Collection of queries studied: 

Conjunctive queries with WINNER atoms 

q(𝐱): ∃𝒚 𝜑1 𝐱, 𝐲 ∧ ⋯ ∧ 𝜑𝑘 𝐱, 𝐲 ,

where each 𝜑𝑖 𝐱, 𝐲 is a WINNER atom or an atom from the DB 
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Special Case of the Main Result

• The Necessary Answers Problem for the query

q: ∃𝑥(Winner(𝑥) ∧ R(𝑥))

is in P (solvable in PTIME) for the plurality rule and for the veto rule.

• The Necessary Answers Problem for the query

q: ∃𝑥(Winner(𝑥) ∧ R(𝑥))

is coNP-complete for every positional scoring rule other 

than plurality and veto.

• The Necessary Answers Problem for the query

q: ∃𝑥∃𝑦(Winner(𝑥) ∧ Winner(𝑦) ∧ T(𝑥,𝑦))

is coNP-complete for every positional scoring rule.
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1 0 0 0 0 ⋯ 0

plurality

1 ⋯ 1 0 0 ⋯ 0

k-approval

m-1 m-2 ⋯ 1 0

Borda

1 ⋯ 1 1 1 1 0

veto

1 ⋯ 1 1 0 ⋯ 0

k>1k-veto

12 10 8 7 ⋯ 1 0 ⋯ 0

k>1

Necessary Answers of ∃x(Winner(x) ∧ R(x))

tractable

tractable
coNP-complete

coNP-complete

coNP-complete

coNP-complete

Eurovision
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1 0 0 0 0 ⋯ 0

plurality

1 ⋯ 1 0 0 ⋯ 0

k-approval

m-1 m-2 ⋯ 1 0

Borda

1 ⋯ 1 1 1 1 0

veto

1 ⋯ 1 1 0 ⋯ 0

k>1k-veto

12 10 8 7 ⋯ 1 0 ⋯ 0

k>1

NA of ∃x∃y(Winner(x) ∧ Winner(y) ∧ T(x, y))

coNP-complete

coNP-complete

coNP-complete

coNP-complete

Eurovision
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Synopsis

• A new framework that augments computational choice with 

relational database context – interdisciplinary area of research. 

• From necessary/possible winners to 

necessary/possible answers to database queries.

• Take-home message: 

Context makes a difference, even for plurality and veto.

• Directions for future research: 

– Richer analysis and modeling:  integrity constraints; 

queries with multiple elections and/or multiple voting rules.

– Approval voting (committee selection) and relational context.
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Themes Covered

✓ Relational Data Model, Conjunctive Queries, Complexity

✓ Inconsistent Databases

✓ Data Exchange

✓ Probabilistic Databases

✓ Computational Social Choice and Databases

with emphasis on the certain answers of conjunctive queries.
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Data Complexity of Conjunctive Queries

Setting Data Complexity

Single DB in LOGSPACE      

CERTAINTY(q)     (FDs, subset repairs) coNP-complete

CERTAIN(q,Sol(I)):  Data Exchange
s-t tgds, weakly acyclic t-tgds, t-egds

P 

CERTAIN(q, Sol(I)): Data Exchange
s-t tgds, arbitrary t-tgds, t-egds

Undecidable, 
in general

Pr (q) – Tuple Independence Model #P-complete

NA(q) – Necessary Answers / Social Choice coNP-complete
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Topics not Covered

• Combined complexity of certain answers in various settings

• Certain answers of more expressive queries 

– conjunctive queries with inequalities

– aggregation queries (queries with count, sum, max, min)

• Certain answers in information integration

– Rewriting techniques for certain answers

• Certain answers in ontology mediated query answering 

• …
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Logic and Databases are inextricably intertwined.

C.J. Date -- 2007
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