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2.1. Cheating and the Failure of Standard DEL

Learning by updating (i.e. truthful public announcement) works very

well when dealing with “knowledge”, or even with (possibly false)

beliefs, as long as these false beliefs are never contradicted by

new information.

However, in the latest case, updates gives unintuitive results: if an

agent A is confronted with a contradiction between previous beliefs

and new information she starts to believe the contradiction, and so

she starts to believe everything!

In terms of epistemic models, this means that in the updated model,

there are no A-arrows originating in the real world.
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Counterexample

Recall the state model immediately after taking a peek, i.e. the

output of Scenario 4:
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So c privately knows that the coin lies face up.
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Counterexample Continued

Suppose that now c publicly announces:

“I know that H ”.

This is a public communication !(KcH). If we update the previous

model with this sentence KcH, we obtain

�� ��
�� ��
�� ��
�� ��H

c
��

Agents a and b just got crazy: they consider no worlds as possible

anymore! By our semantics, they now believe everything !

Fixing this problem requires modifying update product by

incorporating ideas from Belief Revision Theory.
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The Problem of Belief Revision

What happens if I learn a new fact ϕ that goes in con-

tradiction to my old beliefs?

If I accept the fact ϕ, I have to give up some of my old beliefs.

But which of them?

Maybe all of them?! No, I should maybe try to maintain as much

as possible of my old beliefs, while still accepting the new fact ϕ

(without arriving to a contradiction).
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Example

Suppose I believe two facts p and q and (by logical closure) their

conjunction p ∧ q. So my belief base is the following

{p, q, p ∧ q}.

Suppose now that I learn the last sentence was actually false.

Obviously, I have to revise my belief base, eliminating the sentence

p ∧ q, and replacing it with its negation: ¬(p ∧ q).
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But the base

{p, q,¬(p ∧ q)}

is inconsistent!

So I have to do more!

Obviously, to accommodate the new fact ¬(p ∧ q), I have to give up

either my belief in p or my belief in q.

But which one?
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Belief Revision Theory

Standard Belief Revision Theory, also called AGM theory (from

authors Alchourrón, Gärdenfors and Makinson) postulates as given:

• theories (“belief sets” or “belief bases”) T : logically closed

sets of sentences

• input: new information (a formula) ϕ

• a revision operator ∗: a map associating a theory T ∗ ϕ to

each pair (T, ϕ) of a theory and an input
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Interpretation

T ∗ϕ is supposed to represent the new belief base (“new theory”)

theory after learning ϕ:

the agent’s new set of beliefs, given that the initial set of beliefs

was T and that the agent has learned ϕ (and only ϕ).
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AGM Postulates: The “Success” Axiom

AGM authors impose a number of axioms on the operation ∗, which

may be called “rationality conditions”, since they are meant to

govern the way a rational agent should revise his/her beliefs.

EXAMPLE: The ‘AGM ‘Success” Postulate

ϕ ∈ T ∗ ϕ

“After revising with ϕ, the agent’s (revised) beliefs include (the belief

in) ϕ.”
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Higher-Order Beliefs: “No Success”

Take a Moore sentence:

ϕ := p ∧ ¬Bp

After ϕ is learned, ϕ obviously becomes false!

But the Success Postulate asks us to believe (after learning ϕ) that ϕ

is true! In other words, it forces us (as a principle of rationality!) to

acquire false beliefs!
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The usual way to deal with this: simply accept that AGM cannot

deal with higher-order beliefs, so limit the language L to formulas

that express only “factual”, non-doxastic properties of the world.
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Changing beliefs about an unchanging world

The assumption underlying AGM theory is that the “world” that our

beliefs are about is not changed by our changes of belief.

But the “world” the higher-order beliefs are about includes the

beliefs themselves.

So (as the example of Moore sentences shows) the “world”, in this

sense, is always changed by our changes of belief!
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“Saving” AGM

Nevertheless, we can reinterpret the AGM postulates to make them

applicable to doxastic sentences:

If T is the belief set at a given moment about the real state s at that

moment, then T ∗ ϕ should be understood as a belief set about the

same state s, as it was before the learning took place.

In other words, T ∗ ϕ captures the agent’s beliefs AFTER learning ϕ

about what was the case BEFORE the learning.
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Conditional Beliefs

Note that this expresses a feature of the agent’s belief revision

policy: if given information ϕ, the agent would come to believe that

ψ was the case.

Another way to express this is that T ∗ ϕ captures conditional

beliefs Bϕψ :

we write ψ ∈ T ∗ ϕ iff Bϕψ, i.e. if the agent believes ψ given ϕ.

We can think of conditional beliefs Bϕψ as “contingency” plans

for belief change: in case I will find out that ϕ was the

case, I will believe that ψ was the case.
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2.2. Plausibility Models

A (multi-agent) plausibility model:

S = (S,≤a,∼a, ‖.‖)a∈A

• S a set of possible “worlds” (“states”);

• A a (finite) set of agents;

• ≤a preorders (=reflexive and transitive relations) on S: “a’s

plausibility” relation;

• ∼a equivalence relations on S: a’s (“hard”) epistemic

possibility (indistinguishability)

• ‖.‖ : Φ→ P(S) a valuation map for a set Φ,

subject to a number of additional conditions.
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Reading

Put s < t iff: s ≤ t but t 6≤ s.

We read s <a t as saying that:

agent a considers world t is “more plausible” than world s.

s ≤a t is the non-strict version:

world t is “at least as plausible” as world s.
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The Conditions

The conditions are the following:

1. “plausibility implies possibility”:

s ≤a t implies s ∼a t.

2. the preorders are “locally connected” within each

information cell, i.e. indistinguishable states are comparable:

s ∼a t implies either s ≤a t or t ≤a s

3. We consider S to be finite (else we need to require also that ≤a is

converse well-founded).
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Most Plausible States

“Converse-Well-founded” means: no infinite ascending chains

s0 < s1 < · · · sn < · · ·

of better and better worlds.

Essentially, totality+converse wellfoundedness together are equivalent

to requiring that in every set of worlds there are some “most

plausible” ones: for every P ⊆ S, if P is non-empty then the set

bestaP = Max≤aP := {s ∈ P : t ≤a s for all t ∈ P}

is also nonempty.
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Plausibility encodes Possibility!

Given these conditions, it immediately follows that two states

are indistinguishable for an agent iff they are comparable

w.r.t. the corresponding plausibility relation:

s ∼a t iff either s ≤a t or t ≤a s.

But this means that it is enough to specify the plausibility

relations ≤a. The “possibility” (indistinguishability) relation can

simply be defined in terms of plausibility
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Simplified Presentation of Plausibility Models

So, from now on, we can identify a multi-agent plausibility model

with a structure

(S,≤a, ‖.‖)a∈A ,

satisfying the above conditions, for which we define ∼a as:

∼a:=≤a ∪ ≥a
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Knowledge

The notion of infallible (absolutely certain, fully introspective)

knowledge is defined as in epistemic Kripke models, using ∼a as

“epistemic possibility” relation:

s |= Kaϕ iff t |= ϕ for all t such that s ∼a t

EQUIVALENTLY: if we put

s(a) := {t ∈ S : s ∼a t}

for the s’s “information cell” (equivalence class in a’s information

partition), then

‖Kaϕ‖S = {s ∈ S : s(a) ⊆ ‖ϕ‖S}.
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Belief in plausibility models

Belief is now defined by quantifying over the most plausiblle worlds

that are consistent the agent’s information.

ϕ is believed (by agent a) at world s ∈ S (in model S) if ϕ

is true at ALL THE MOST PLAUSIBLE worlds in a’s

information cell:

s |= Baϕ iff t |= ϕ for all t ∈ bestas(a).

Equivalently:

‖Baϕ‖S = {s ∈ S : bestas(a) ⊆ ‖ϕ‖S}.
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Conditional Belief

At world s ∈ S, we say that ψ is believed by agent a given ϕ

(or “conditional on ϕ”), and write Bϕψ, if

ψ is true in all the most plausible ϕ-worlds (that are

considered possible by agent a):

s |= Bϕaψ iff t |= ψ for all t ∈ besta (‖ϕ‖S ∩ s(a)) .

Equivalently:

‖Bϕaψ‖S = {s ∈ S : besta (‖ϕ‖S ∩ s(a)) ⊆ ‖ψ‖S}.

ALTERNATIVE NOTATION: Ba(ψ|ϕ) instead of Bϕaψ.
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Example: Prof Winestein

Professor Albert Winestein feels that he is a genius. He knows that

there are only two possible explanations for this feeling: either he is a

genius or he’s drunk. He doesn’t feel drunk, so he believes that he is

a sober genius.

However, if he realized that he’s drunk, he’d think that his genius

feeling was just the effect of the drink; i.e. after learning he is drunk

he’d come to believe that he was just a drunk non-genius.

In reality though, he is both drunk and a genius.
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The Model

�� ��
�� ��d, g //

�� ��
�� ��d,¬g //

�� ��
�� ��¬d, g

The plausibility arrows are assumed to be always reflexive and

transitive, but for simplicity in the drawings we skip all the loops

and the arrows that can be obtained by transitivity (=by

composing other arrows).

Here, for precision, I included both positive and negative facts in the

description of the worlds. The actual world is (d, g).

Albert considers (d,¬g) as being more plausible than (d, g), and

(¬d, g) as more plausible than (d,¬g). But he knows (K) he’s drunk

or a genius, so we did NOT include any world (¬d,¬g).
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WARNING: Difference from Kripke semantics

Plausibility models ARE single-agent Kripke models, but the

semantics of belief in a plausibility model has NOT been given by

the standard Kripke semantics. So “belief” is NOT the Kripke

modality for the plausibility relation.
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Examples

In the Winestein model
�� ��
�� ��d, g //

�� ��
�� ��d,¬g //

�� ��
�� ��¬d, g

the following hold at all worlds:

K(d ∨ g)

B(¬d ∧ g)

Bd¬g
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The Logic of “Knowledge” and Conditional Beliefs

In fact, AGMK axioms correspond to a subset of the following

complete set of axioms for knowledge and conditional belief :

Necessitation Rule:

From ` ϕ infer ` Bψϕ and ` Kϕ.

Normality: ` Bθ(ϕ⇒ ψ)⇒ (Bθϕ⇒ Bθψ)

Truthfulness of Knowledge: ` Kϕ⇒ ϕ

Persistence of Knowledge: ` Kϕ⇒ Bθϕ

Full Introspection: ` Bθϕ⇒ KBθϕ

` ¬Bθϕ⇒ K¬Bθϕ
Hypotheses are (hypothetically) accepted:

` Bϕϕ
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Proof System, continued

Consistency of Revision:

¬K¬ϕ⇒ ¬BϕFalse
Inclusion:

` Bϕ∧ψθ ⇒ Bϕ(ψ ⇒ θ)

Rational Monotonicity:

` Bϕ(ψ ⇒ θ) ∧ ¬Bϕ¬ψ ⇒ Bϕ∧ψθ

If we add all the propositional validities and the Modus Ponens

rule, we obtain a complete logic for plausibility models.
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2.3. “Dynamic” Belief Revision

We saw that AGM revision, or (equivalently) conditional beliefs, are

in a sense “static”:

they capture the agent’s new (revised) beliefs about the OLD state of

the world (as it was BEFORE the revision).

BUT the important problem is: to compute the agent’s revised

beliefs about the NEW state of the world (as it is AFTER

the learning)!

This is the subject of “Dynamic” Belief Revision theory.

From a semantical point of view, dynamic belief revision is about

“revising” the whole model: changing the plausibility relation

(and/or its domain).
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Upgrades

A belief upgrade is a model transformer T , that takes any

single-agent plausibility model S = (S ≤, ‖ · ‖), and returns a new

single-agent model T (S) = (S′,≤′, ‖ · ‖ ∩ S′), having:

• as new set of worlds: some subset S′ ⊆ S,

• as new valuation: the restriction ‖ · ‖ ∩ S′ of the original

valuation to S′,

• as new plausibility relation: some converse-well-founded total

preorder ≤′ on S′.
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Hard and Soft Upgrades

An upgrade T is called soft if, for every model S, the map T : S → S

is total ; i.e. iff

S′ = S

for all S.

A soft upgrade doesn’t add anything to the agent’s “hard” knowledge:

it only conveys “soft information”, changing only the agent’s beliefs

or his belief-revision plans.

In contrast, a hard upgrade adds new knowledge, by shrinking the

state set to a proper subset S′ ⊂ S.
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Dynamic Operators

We can add to the language, in the usual way, dynamic operators

[T ]ψ to express the fact that ψ will surely be true (in the new

model) AFTER the upgrade T .
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Examples of Upgrades

(1) Update !ϕ (conditionalization with ϕ):

all the non-ϕ states are deleted and the same plausibility order is

kept between the remaining states.

(2) Radical upgrade ⇑ ϕ (Lexicographic upgrade with ϕ):

all ϕ-worlds become “better” (more plausible) than all

¬ϕ-worlds, and within the two zones, the old ordering remains.

(3) Conservative upgrade ↑ ϕ (minimal revision with ϕ):

the “best” ϕ-worlds become better than all other worlds,

and in rest the old order remains.
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Learning that you’re drunk

Suppose that Albert learns that he is definitely drunk (say, by

seeing the result of his blood test). By updating with the sentence d,

we obtain: �� ��
�� ��d, g //

�� ��
�� ��d,¬g

which correctly reflects Albert’s new belief that he is not a genius.
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Mary Curry Enters the Story

Suppose that there is no blood test. Instead, Albert learns that he’s

drunk from somebody who is trusted but not infallible: NOT

the Pope, but Albert’s good friend Prof Mary Curry (not be confused

with the famous Prof Marie Curie).

So Mary Curry tells Albert:

“Man, you’re drunk !”

NOTE. For the moment, we do NOT treat Mary as an “agent” but

only as a “source” of information: i.e. our model is still a

single-agent model.
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What to do with Professor Winestein?

Albert trusts Mary, so he believes she’s telling the truth, but he

doesn’t know for sure: maybe she’s pulling his leg, or maybe she’s

simply wrong.

How should we upgrade the model

�� ��
�� ��d, g //

�� ��
�� ��d,¬g //

�� ��
�� ��¬d, g

to capture Albert’s new beliefs?

There are two drunk-worlds (d, g) and (d,¬g). Which one should

we promote ahead of all the others?
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Which is Best?

Maybe we should promote both drunk-worlds, making them more

plausible than the other world (¬d, g):

�� ��
�� ��¬d, g //

�� ��
�� ��d, g //

�� ��
�� ��d,¬g

Or maybe we should promote only the most plausible of the

two: �� ��
�� ��d, g //

�� ��
�� ��¬d, g //

�� ��
�� ��d,¬g

Which is the best, most natural option??
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How Strong is Your Trust

Actually, they are both natural, in different contexts and given

different assumptions.

It all depends on how strong is Albert’s belief that Mary tells the

truth!
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Strong Belief

A sentence ϕ is strongly believed in a model S if the following two

conditions hold

1. ϕ is consistent with the agent’s knowledge:

‖ϕ‖S 6= ∅,

2. all ϕ-worlds are strictly more plausible than all

non-ϕ-worlds:

s > t for every s ∈ ‖ϕ‖S and every t 6∈ ‖ϕ‖S.

It is easy to see that strong belief implies belief.
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Strong Belief is Believed Until Proven Wrong

Actually, strong belief is so strong that it will never be given up

except when one learns information that contradicts it!

More precisely:

ϕ is strongly believed iff ϕ is believed and is also

conditionally believed given any new evidence (truthful or

not) EXCEPT if the new information is known to contradict

ϕ; i.e. if:

1. Bϕ holds, and

2. Bθϕ holds for every θ such that ¬K(θ ⇒ ¬ϕ).

42



Example

The “presumption of innocence” in a trial is a rule that asks

the jury to hold a strong belief in innocence at the start of the

trial.

In our Winestein example

�� ��
�� ��d, g //

�� ��
�� ��d,¬g //

�� ��
�� ��¬d, g

Albert’s belief that he is sober (¬d) is a strong belief

(although it is a false belief).
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Non-closure of Strong Belief

Unlike knowledge and belief, the set of strong beliefs is not

closed under logical inference.

In particular, in the Winestein example, Albert strongly believes

g ∧ ¬d, but he does not strongly believe g.

This shows more, namely that

Sb(ϕ ∧ ψ) 6⇒ Sbϕ ∧ Sbψ.

COUNTER-EXAMPLE: see previous slide

But the converse implication DOES hold.
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Radical Upgrade

If Albert has a strong belief that Mary is telling the truth,

he will have to choose the first option: promote both d-worlds

(in which Mary’s statement is true), making them both more

plausible than the other worlds.

This corresponds to radical upgrade: it involves a rather radical

revision of the prior beliefs, based on a strong belief in the

correctness of the new information.

45



Example of Radical Upgrade

By performing a radical upgrade ⇑ d on the original model

�� ��
�� ��d, g //

�� ��
�� ��d,¬g //

�� ��
�� ��¬d, g

we obtain �� ��
�� ��¬d, g //

�� ��
�� ��d, g //

�� ��
�� ��d,¬g

So we see that Albert’s strong belief that he was sober has

been reverted: now he has acquired a strong belief that he

is drunk!

46



Fragile Trust

What if Albert’s trust in Mary is more “fragile”?

Say, he believes she’s telling the truth, but he doesn’t

strongly believe it: instead, he “barely believes” it.

This means that, after hearing Mary’s statement, he acquires a very

“weak” belief in it: if later some of his beliefs are found to be

wrong and he will have to revise them, then the first one to give

up will be his belief in Mary’s statement.
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Conservative Upgrade

In this case, Albert will have to choose the second option: pro-

mote only the most plausible d-world, leaving the rest

the same.

The change of order in this case is minimal: while acquiring a

(weak) belief in d, Albert keeps as much as possible of his prior

plausibility ordering (as much as it is consistent with believing d).

This corresponds to conservative upgrade.
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Example of Conservative Upgrade

In the original Winestein situation

�� ��
�� ��d, g //

�� ��
�� ��d,¬g //

�� ��
�� ��¬d, g

a conservative upgrade ↑ d produces the model

�� ��
�� ��d, g //

�� ��
�� ��¬d, g //

�� ��
�� ��d,¬g

In this new model we have: Bd ∧Bg¬d.

So Albert’s new belief that he is drunk is not strong, and so is very

fragile: if later Mary tells him he’s a genius, he’ll immediately revert

to believing that he was sober!
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Different attitudes towards the new information

So the above three types of upgrades correspond to three different

possible attitudes of the agent towards the reliability of the source of

the new information:

• Update: an infallible source. The source is “known”

(guaranteed) to be truthful.

• Radical (or Lexicographic) upgrade: the source is fallible,

but highly reliable, or at least very persuasive. The source

is strongly believed to be truthful.

• Conservative upgrade: the source is trusted, but only

“barely”. The source is (“simply”) believed to be truthful ; but

this belief can be easily given up later!
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Updates give you (infallible) knowledge

After any update !ϕ, the agent comes to KNOW that ϕ

WAS true before the update.

we have the validity

[!ϕ]KY ϕ.

“Updates give you (INFALLIBLE) KNOWLEDGE, and not

just BELIEF!”

51



(Radical) Upgrades Induce (Strong) Belief

In contrast, soft upgrades can only induce belief. More precisely:

After a conservative upgrade, the agent comes to believe that

ϕ (was the case), UNLESS he already knew ¬ϕ (before the

upgrade):

¬K¬ϕ⇒ [↑ ϕ]B(Y ϕ).

After a radical upgrade, the agent comes to strongly believe

that ϕ (was the case), UNLESS he already knew ¬ϕ (before

the upgrade):

¬K¬ϕ⇒ [⇑ ϕ]Sb(Y ϕ).
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Reduction laws

The reduction law for belief under updates makes essential use

of conditional belief :

[!ψ]Bϕ ⇐⇒
(
ψ → Bψ[!ψ]ϕ

)
.

This is another example of the “pre-encoding strategy”:

to get reduction laws for (simple) belief, we needed to pre-encode its

behavior under updates in the initial (static) logic, by extend it with

conditional belief operators.

A similar strategy works for other upgrades (radical, conservative).
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The Logic of updates and conditional beliefs

Of course, for a complete axiomatization, we need to get in turn a

reduction law for conditional belief !

Luckily, the buck stops here: conditional belief can pre-encode

its own behavior.

The logic of updates and conditional beliefs can be completely

axiomatized by adding the standard Reduction Laws for atoms,

negation, conjunction and knowledge, together with the following

reduction axiom for conditional belief:

[!ψ]Bθϕ ⇐⇒
(
ψ ⇒ Bψ∧[!ψ]θ[!ψ]ϕ

)
.

Similar, but more complicated, axiomatizations can be given for

other types of upgrades.
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Updates are closed under composition

Recall that updates on epistemic/doxastic models were closed under

sequential composition.

The same happens with updates on plausibility models:

A sequence of successive updates is equivalent to only

one update on any plausibility model:

the effect of doing first an update !ϕ then an update !ψ is the

same as the effect of doing the update !(ϕ ∧ [!ϕ]ψ)

In other words: instead of first announcing you that ϕ is the

case then announcing you that ψ is the case, I just announce

you from the start that ϕ is the case AND that ψ WOULD be

the case AFTER I’d announce you ϕ.
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(Radical) upgrades are NOT closed under composition

But this is NOT the case for soft announcements: e.g. a sequence

of two radical upgrades is NOT a radical upgrade!
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Counterexample: Prof Winestein

�� ��
�� ��d, g //

�� ��
�� ��d,¬g //

�� ��
�� ��¬d, g

Tell Albert he’s a drunk genius: do ⇑ (d ∧ g).

�� ��
�� ��d,¬g //

�� ��
�� ��¬d, g //

�� ��
�� ��d, g

Then announce he’s drunk, by an upgrade ⇑ d:

�� ��
�� ��¬d, g //

�� ��
�� ��d,¬g //

�� ��
�� ��d, g

NO single (radical or conservative) upgrade can get us from

the first to the last model!
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2.4. Doxastic Attitudes: “static” and “dynamic”

A “static” doxastic attitude Aϕ captures an agent’s opinion about

some sentence ϕ; e.g. the agent knows ϕ: Kϕ; the agent believes

ϕ: Bϕ; the agent strongly believes ϕ: Sbϕ etc.

There are other possible attitudes: defeasible knowledge (=safe

belief ) 2ϕ, knowledge-to-the-contrary Ki¬ϕ etc.

But there also exist doxastic attitudes of a “dynamic” nature,

governing an agent’s belief revision policy towards any information

coming from a given source.
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Dynamic Attitudes

We saw that the way an agent revises her beliefs after receiving some

new information depends on the agent’s doxastic attitude towards

the source of information.

Hence, such a “dynamic” attitude captures the agent’s opinion

about the reliability of information coming from this

particular source.
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Dynamic Attitudes “are” Types of Upgrades

Each dynamic-doxastic attitude will thus correspond to a specific

“type” of doxastic transformer, an upgrade: a map Tϕ taking any

input-sentence ϕ and any single-agent plausibility relation (S,≤) (of

some anonymous agent), and returning a new plausibility relation

(S′,≤′).

The meaning of this is that, whenever receiving information ϕ from

this specific source, our agent will revise her beliefs by applying

transformation τϕ to her plausibility relation ≤.

60



Examples of “Positive” Attitudes

We saw that (1) update, (2) radical upgrade and (3)

conservative upgrade correspond to three different possible

attitudes of the learners towards the reliability of the source.

But, intuitively, all of them were positive attitudes: the new

information was accepted (unless it contradicted previous knowledge).

In contrast, there also exist negative ones:
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More Examples: Negative Attitudes

(4) Negative Update !−ϕ: in which case, all the ϕ states are

deleted and the same relations are kept between the remaining states.

(5) Negative Radical upgrade ⇑− ϕ:

all ¬ϕ-worlds become “better” (more plausible) than all

ϕ-worlds, and within the two zones, the old ordering remains. This

reflects strong distrust distrust: the listener strongly believes the

speaker is lying.
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(6) Negative Conservative upgrade ↑− ϕ:

the “best” ¬ϕ-worlds become better than all other worlds,

and in rest the old order remains. This reflects relative distrust: the

listener barely believes the speaker is lying.
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Another Example: Neutrality

(7) Doxastic Neutrality idϕ is the attitude according to which the

source cannot be trusted nor distrusted: the listener simply ignores

the new information ϕ, keeping her old plausibility order as before.

This is the identity map id on plausibility models.
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Other Examples: Mixed Attitudes

An agent’s attitude towards a source of information might depend

on the type of information received from that source: she might

treat differently different types of information. She might mix two or

more basic transformers, using semantic or syntactic conditions

to decide which to apply.

For instance, the agent may strongly trust the source to be right

about sentences belonging to a given sublanguage L0, while she may

only barely trust it with respect to any other announcements. This

attitude could be denoted by ⇑L0
↑.
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Example

If the “source” is a well-known Professor of Mathematics, our agent

may accept him as an infallible source of mathematical statements,

and thus perform an update !ϕ whenever the professor announces a

sentence ϕ about Mathematics.

In any other case, our agent might treat the new information coming

from the professor more cautiously (say, barely believing it ↑ ϕ, or

even ignoring it, and thus applying id): indeed, a typical

mathematician may be utterly unreliable concerning any other area

of conversation except for Mathematics!
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What is a “Positive” Attitude?

When exactly can we say that the agent adopts a “positive” attitude?

What is the demarcation line between “positive” attitudes and the

others (“neutral”, “negative” or “mixed” ones)?
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Coming to Believe?

All the above “positive” types of upgrade Tϕ have the property that,

after the upgrade, the agent comes to believe that ϕ was true

(before the upgrade), unless he already knew (before the upgrade)

that ϕ was false:

¬K¬ϕ =⇒ [Tϕ]BYϕ.

Semantically, this corresponds to requiring that the upgrade

T (S,≤) = (S,≤′) satisfies:

‖ϕ‖S 6= ∅ =⇒ Max≤′S′ ⊆ ‖ϕ‖S .

Is this the characteristic of “positive” attitudes?
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Counterexample

Let’s assume that Alice has a generally positive attitude towards Bob

as a source of information: she is in general willing to believe that

whatever Bob tells her is true. (Bob is a good friend, and she has no

reason to suspect that he will be lying to her or pulling her leg.)

Also, Alice has a good knowledge of Romanian language, but she

doesn’t know whether or not Bob speaks any Romanian.

Then Bob comes and tells her:

“Nu stiu nici o vorba Romaneasca!”

(I don’t know any Romanian word)
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Explanation

The sentence is perfectly consistent with Alice’s prior knowledge.

Nevertheless, Alice obviously CANNOT come to believe this sentence,

despite her willingness to believe: the fact that this sentence is

uttered by Bob proves to Alice that the sentence was false!

Note, unlike Moore sentences, this sentence does not change its truth

value. But, when our agent receives this information from this

particular source (Bob), she instantly learns the opposite of what the

sentence claims!
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Positive attitudes

So certain sentences, by their utterance, may become known

to be false, even if they we were not so known before.

Somehow they are proven to be false during (and due to) the very

attempt (by a trusting agent) to revise with them.

So what we should require for “positive” attitudes is that the new ϕ

is BELIEVED AFTER the upgrade (TO HAVE BEEN

TRUE BEFORE), UNLESS the agent COMES TO KNOW

that it WAS FALSE. the following logical law:

[Tϕ]¬K¬Yϕ =⇒ [Tϕ]BYϕ.
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Willingness to revise

This logical validity express a willingness to revise:

after the upgrade Tϕ, the new information is believed (to

have been true at the moment when it was learnt) UNLESS this is

inconsistent with the agent’s knowledge (AFTER the

upgrade).

Essentially, this means that the agent does AT LEAST

ATTEMPTS to perform a belief revision with ϕ: he has AT

LEAST a MINIMAL trust in the new information: and so he comes

to believe that it was correct unless he comes to positively know

that it was incorrect.

72



“Positive” (Dynamic) Attitude

An agent is said to have a positive (dynamic) attitude towards a

source of information if, whenever any piece of information ϕ is

received from that source, the agent’s prior plausibility structure

(S,≤) is changed to a new structure (S′,≤′) by applying a doxastic

upgrade (model transformer) Tϕ satisfying

‖ϕ‖S ∩ S′ 6= ∅ =⇒ Max≤′S′ ⊆ ‖ϕ‖S
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2.5. APPLICATION: The Surprise Exam

The Student knows for sure that the date of the exam has been fixed

in one of the five (working) days of next week. But he doesn’t know

in which day.

But then the Teacher announces her students that the exam’s date

will be a surprise: even in the evening before the exam, the

students will still not be sure that the exam is tomorrow.
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Paradoxical Argumentation

Intuitively, one can prove (by backward induction, starting with

Friday) that, IF this announcement is true, then the exam cannot

take place in any day of the week.

So, using this argument, the students come to “know” that the

announcement is false: the exam CANNOT be a surprise.

GIVEN THIS, they dismiss the announcement, and... THEN,

whenever the exam will come (say, on Tuesday) it WILL indeed be a

complete surprise!
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Gerbrandy’s Solution

Jelle Gerbrandy proposed a nice solution to the puzzle, using the

logic PAL of public announcements.

His answer essentially takes the “surprise” announcement to be an

(indexical) Moore sentence, that may change its truth value after

being announced.

The sentence was true before Teacher announced it, but nothing

guarantees that it will stay true after it was announced to the

students.
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“Surprise” according to Gerbrandy

Gerbrandy’s interpretation of the “surprise” sentence can be encoded

as:

surprise =
∧

1≤i≤5

i⇒ [!(
∧

1≤j<i

¬j)]¬2i

 .

(where 2 is either knowledge or true belief).

In English, this reading of “surprise” is given by:

“if the exam is in day i then at the end of day i− 1, the

student will still not know/believe that the exam is

tomorrow.”
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Two versions of “surprise”

Gerbrandy uses Kripke models (not plausibility models), so the

distinction between knowledge and true belief is not essential for him.

However, we will distinguish between a “knowledge” version

surpriseK and a “true belief” interpretation surpriseB .

Using Reduction Laws for knowledge or belief, we get:

surprise =
∧

1≤i≤5

i→ ¬2(i|
∧

1≤j<i

¬j )

 ,

where

K(ϕ|ψ) := K(ψ → ϕ),

and

B(ϕ|ψ) := Bψϕ.
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Infallible Teacher?!

On Kripke models, the only way to interpret the act of announcing

“surprise” is as an update (=“public announcement”) !surprise.

So Gerbrandy takes Teacher’s announcement to be an update.

But note that this assumes an extremely highly positive attitude: the

student takes Teacher as an infallible source of truths!
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Surprise is a Moore Sentence

Nevertheless, note that the semantics of the true public

announcement !surprise only requires that the sentence surprise was

true before it was announced by the Teacher: this is the only

information carried by the announcement.

In other words, if we interpret Teacher’s action as a public

announcement !surprise, then the only information conveyed to the

students is that:

“before the Teacher’s announcement, it was the case that (if the

Teacher didn’t make the announcement, then) the exam’s date

would have been a surprise”.
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Example

Suppose we start with the model

�� ��
�� ��1 oo //

�� ��
�� ��2 oo //

�� ��
�� ��3 oo //

�� ��
�� ��4 oo //

�� ��
�� ��5

where i means that: the exam takes places in the i-th (working) day

of the week.

This encodes an initial situation in which the student considers all

days as being equally plausible dates for the exam.

It is easy to see that, in this model, the sentence surprise (in both its

interpretations) is true at all worlds except Friday (the world

satisfying 5).
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surpriseK is a Moore sentence

It is easy to see that, given the assumption of the story (that it is

known that the exam will take place in one of the days), the sentence

surprise is a Moore-type sentence: even if it is true, it cannot be

known (in any world in any model) by the Student.

Indeed, the following is a logical validity

K(
∨

1≤i≤5

i) ⇒ ¬KsurpriseK .

PROOF: by backward induction (starting with Friday).
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Gerbrandy’s Solution

So the update !(surpriseK) induces a transition to a new model

�� ��
�� ��1 oo //

����

�� ��
�� ��2 oo //

����

�� ��
�� ��3 oo //

����

�� ��
�� ��4 oo //

����

�� ��
�� ��5

�� ��
�� ��1 oo //

�� ��
�� ��2 oo //

�� ��
�� ��3 oo //

�� ��
�� ��4
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Gerbrandy’s Solution– continued

In the new model

�� ��
�� ��1 oo //

�� ��
�� ��2 oo //

�� ��
�� ��3 oo //

�� ��
�� ��4

obtained after the announcement, the Student knows that the exam

won’t take place on Friday.

But this is the end of the story: nothing ensures that the exam is still

a surprise after the announcement, so there is no iteration: none of

the previous days can be excluded further!
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The Self-Referential Interpretation

This eliminates the paradox, but somehow fails to account for the

feeling that there is a process of iterated upgrading in the

“paradoxical” reasoning.

Gerbrandy mentions briefly another (and in fact, more natural)

interpretation of Teacher’s announcement, namely:

“The exam’s date WILL be a surprise (EVEN after I’m

telling you this)!”

Gerbrandy thinks that this version gives rise to a genuine

(Liar-like) paradox: i.e. according to Gerbrandy, there is simply

no solution to this “self-referential” version of the puzzle!

85



Formalizing the “self-referential” interpretation

The self-referential version could be interpreted as a “self-referential”

upgrade Tψ with the sentence

ψ := [T ]surprise.

It can also be stated non-self-referentially, as a “future-oriented”

doxastic announcement, by using the temporal operator: an

upgrade T with the sentence NEXT surprise.
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PARADOX!

However, it is easy to see that this announcement CANNOT BE

a “hard-information” update!

Indeed, an update !(NEXT surpriseK) leads immediately to

paradox!

PROOF: Using the validities

[!ϕ]KY ϕ ,

and

Y (NEXT surpriseK) ⇔ surpriseK ,

we obtain

[!(NEXT surpriseK)]KsurpriseK .
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Impossibility Proof – continued

BUT we had earlier proved that, given our assumption that the

student knows there’ll be an exam, the sentence KsurpriseK is

inconsistent:

K(
∨

1≤i≤5

i) ⇒ ¬KsurpriseK .

Using the persistence under updates of our above assumption

(that K(
∨

1≤i≤5 i) ), we conclude that such an update is

impossible:

K(
∨

1≤i≤5

i) ⇒ [!(NEXT surpriseK)]FALSE.
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Alternative Route: Iterated Updates

Another way to reach the same conclusion is to identify the

teacher’s self-referential announcement with the limit of an

infinite sequence of announcements

!(surpriseK); !(surpriseK); !(surpriseK); · · · ,

i.e. first the teacher says “the exam would have been a surprise if I

didn’t make this very announcement”;

then she says “after I made my previous announcement, the exam

would still have been a surprise if I didn’t make this second

announcement”;

then she repeats this, etc.
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But it’s easy to see that this infinite sequential composition of

updates is an impossible event:

• the first update deletes Friday from the model,

• the second deletes Thursday,

• the third deletes Wednesday,

• the fourth deletes Tuesday,

• hence the fifth update will be impossible;

since, if possible, it would delete the last world left (Monday);

thus contradicting the student’s background knowledge

(that there will be an exam in one of the week’s days).
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Conclusion

Essentially, this means that a teacher who makes such a

future-oriented doxastic announcement CANNOT be an

infallible source: she might tell the truth, but her announcement

does NOT come with any inherent warranty of truthfulness.

But maybe the student can lower his degree of trust, adopting some

different doxastic attitude (other than infallibility) towards

the Teacher?

This means interpreting Teacher’s announcement as a soft upgrade,

rather than a hard update.
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Quine’s Solution: Dropping All Trust?

One option for the Student is to completely drop any trust in the

Teacher.

Indeed, this is Quine’s solution: in our terms, the Student should

adopts the neutral attitude, given by the identity upgrade id.

He will simply refuse to revise (even if this is consistent with his

knowledge), and keep his prior beliefs, dismissing the announcement.

No paradox ensues. This solution, though perfectly rational,

trivializes the problem.

Moreover, the neutral Student will most likely “lose the game”! If the

exam is any other day but Friday, then the Teacher did tell the

truth: when the exam comes, the Student will be surprised.
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Our Main Question

QUESTION: Is there a non-trivial solution?

I.e. can the Student consistently adopt a positive attitude

towards the Teacher’s public announcement?

And if he does so, then what is the truth value of the Teacher’s

statement: is she lying or not??
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Soft Upgrade “Solution”

The future-oriented (or self-referential) lexicographic upgrade

⇑ (NEXT surpriseK) induces the following transition:

�� ��
�� ��1 oo //

����

�� ��
�� ��2 oo //

����

�� ��
�� ��3 oo //

����

�� ��
�� ��4 oo //

����

�� ��
�� ��5

������ ��
�� ��1 oo //

�� ��
�� ��2 oo //

�� ��
�� ��3 oo //

�� ��
�� ��4 oo

�� ��
�� ��5

No paradox! The student (strongly) believes the teacher, so he

considers Friday as less plausible than the others; however, he does

NOT eliminate Friday.
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Alternative Route to Same Conclusion

The same conclusion can be reached by taking the limit of the

infinite sequence of upgrades

⇑ (surpriseK);⇑ (surpriseK);⇑ (surpriseK); · · ·

Indeed, the first upgrade already produces the transition above. But

after this, we reach a “positive” fixed point: the sentence

surpriseK is strongly believed to be true, so any future upgrades

with this sentence (though executable ad infinitum, unlike the case

of !(surpriseK)) will leave the model UNCHANGED.
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Still Unsatisfactory!

Somehow, this still seems unsatisfactory. It still fails to account for

the feeling that there is a process of iterated upgrading in the

“paradoxical” reasoning.

It also seems to us that this formalization of “surprise” is too weak

for the “soft” upgrades: we ONLY asked that the student will NOT

“KNOW” the day, even after this announcement. But since the

announcement is “soft”, it can only bring about new beliefs (but no

new knowledge). Hence, it seems more fair and more natural to ask

that the student will NOT acquire a CORRECT (and complete)

BELIEF about the date of the exam.
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“Surprise” as lack of correct belief

So it seems fair in such a context to drop Gerbrandy’s reading of

“surprise” as surpriseK , and formalize it as:

surpriseB =
∧

1≤i≤5

i→ [!(
∧

1≤j<i

¬j)]¬Bi

 .

In English, this reading of “surprise” is given by:

“if the exam is in day i then at the end of day i− 1, the

student will still not BELIEVE that the exam is tomorrow.”
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Equivalent Formula

By the Reduction Laws for beliefs after updates, this reading of

“surprise” is equivalent to:

surpriseB =
∧

1≤i≤5

i→ ¬B(i|
∧

1≤j<i

¬j )

 .
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surpriseB is still a Moore sentence

It is easy to see that, given the assumption of the story (that it is

known that the exam will take place in one of the days), the sentence

surpriseB is still a Moore-type sentence: even if it is true, it cannot

be believed (and thus it also cannot be known) by the Student.

Indeed, the following is a logical validity

K(
∨

1≤i≤5

i) ⇒ ¬BsurpriseB .

Moreover, the truth of the premise K(
∨

1≤i≤5 i) is once again

preserved by any upgrade: so we have

K(
∨

1≤i≤5

i) ⇒ [Tϕ]¬BsurpriseB .

99



The “True” Solution! (?)

But let’s now treat this as the limit of iterated radical upgrades

⇑ (surpriseB);⇑ (surpriseB);⇑ (surpriseB); · · ·

The successive upgrades produce the models:

�� ��
�� ��1 oo //

�� ��
�� ��2 oo //

�� ��
�� ��3 oo //

�� ��
�� ��4 oo

�� ��
�� ��5

�� ��
�� ��1 oo //

�� ��
�� ��2 oo //

�� ��
�� ��3 oo

�� ��
�� ��4 oo

�� ��
�� ��5

�� ��
�� ��1 oo //

�� ��
�� ��2 oo

�� ��
�� ��3 oo

�� ��
�� ��4 oo

�� ��
�� ��5

�� ��
�� ��1 oo

�� ��
�� ��2 oo

�� ��
�� ��3 oo

�� ��
�� ��4 oo

�� ��
�� ��5
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After this, any further iteration leaves the model unchanged!

Note that (unlike the case of iterated hard updates !(surpriseK)),

the infinitely many future upgrades CAN be performed:

they NEVER fail, but they simply stop changing the model. A fixed

point has been reached.

However, unlike the case of iterated upgrades ⇑ (surpriseK), this

fixed point is “negative”: after the fourth iteration, the sentence

surpriseB is known to be false. Any further announcements

⇑ (surpriseB) (although executable) cannot be accepted

(believed) by the student.
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Any Iterated Soft Positive Upgrade Will Do!

Moreover, the conclusion does NOT depend on the type of soft

positive upgrade that is being iterated, NOT on the original

plausibility relation:

starting with ANY initial plausibility relation in which the student

has no hard information about the date of the exam, and iteratively

applying soft positive upgrades T (surpriseB) of ANY kind,

we always eventually reach the same fixed point:

�� ��
�� ��1 oo

�� ��
�� ��2 oo

�� ��
�� ��3 oo

�� ��
�� ��4 oo

�� ��
�� ��5
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ANOTHER ARGUMENT

Another way to reach the same conclusion is to assume that the

Student has SOME (yet to be determined!) KIND OF POSITIVE

ATITUDE towards Teacher (given by SOME SOFT POSITIVE

UPGRADE) T , then ask the QUESTION:

What kind of soft positive upgrade is consistent with

Teacher’s announcement?

It is easy to see that T CANNOT be given by radical NOR

conservative upgrade: both ⇑ (NEXT surpriseB) and

↑ (NEXT surpriseB) lead to paradox. Given the initial

assumptions, these upgrades are “impossible events”, similarly to

!(NEXT surpriseK).
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Impossibility Proof

Put ϕ := NEXT surprise. The contradiction is reached by recalling

that all upgrades T ∈ {!,⇑, ↑} build belief in BEFOREϕ, given

Student’s initial lack of knowledge:

K(
∨

1≤i≤5

i) ∧
∧

1≤i≤5

(¬Ki ∧ ¬K¬i) ⇒ [Tϕ]BY ϕ.

Putting this together with the equivalence

Y (NEXT surpriseB) ⇔ surpriseB

we get

K(
∨

1≤i≤5

i) ∧
∧

1≤i≤5

(¬Ki ∧ ¬K¬i) ⇒ [Tϕ]BsurpriseB
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This, combined with the earlier proved validity

K(
∨

1≤i≤5

i) ⇒ [Tϕ]¬BsurpriseB ,

gives us

K(
∨

1≤i≤5

i) ⇒ [Tϕ]FALSE.
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Proposed Solution

ANSWER: There does exist a soft positive attitude T , leading to

an executable upgrade T (NEXT surpriseB) with the sentence

NEXT surpriseB .

In a sense, this is by now obvious: such an upgrade can be defined

e.g. via the limit of the above-mentioned infinite sequence of iterated

upgrades.

So, in explicit terms, T (NEXT surpriseB) is the upgrade which,

when applied to any model S, induces a plausibility relation making

earlier days to be more plausible than later ones.
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Our Solution is “Canonical”

Moreover, one can show that this answer is UNIQUE: there exists

ONLY ONE such soft positive upgrade with the sentence

NEXT surpriseB .

Hence, there is no ad hoc element, no arbitrariness in our solution: it

is indeed the ONLY solution for the “soft” version of the

puzzle!
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Proof

Let Tϕ be such a soft positive upgrade with the sentence

ϕ := NEXT surpriseB .

By our definition of positivity of an attitude (the “willingness to

revise” condition), we obtain that:

[Tϕ]¬K¬surpriseB =⇒ [Tϕ]BsurpriseB .

This, combined with the earlier proved validity

K(
∨

1≤i≤5

i) ⇒ [Tϕ]¬BsurpriseB ,

gives us

K(
∨

1≤i≤5

i) ∧ [Tϕ]¬K¬surpriseB ⇒ [Tϕ]FALSE.
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This means that such an upgrade Tϕ is possible (executable)

ONLY if ¬[Tϕ]¬K¬surpriseB holds in the original model, i.e. if

K¬surpriseB holds in the new model after the upgrade.

Finally, it is easy to see that K¬surpriseB holds in a model IFF

all the surviving worlds are ordered in their reverse

temporal order: 1 > 2 > 3 > 4 > 5.

Since T is a soft upgrade, the result of applying T to ANY initial

model with S = {1, 2, 3, 4, 5} is

�� ��
�� ��1 oo

�� ��
�� ��2 oo

�� ��
�� ��3 oo

�� ��
�� ��4 oo

�� ��
�� ��5
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Conclusions?

Note that, in this last model, the student KNOWS that the teacher

lied : he knows NOW that the exam CANNOT be a surprise. Indeed,

no matter what day the exam will be, at the end of the previous day

the student will correctly believe that the exam is tomorrow!

(Moreover, one can show that in fact the student will then

“defeasibly know” that the exam is tomorrow!)

QUESTION: Given this conclusion, why can’t the student

just dismiss the announcement and revert to his original

plausibility order?
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ANSWER: Of course he can, BUT in this way, he would

cancel the reasons behind his own previous conclusion!

Indeed, if he reverts to the original order, then he does NOT know

anymore that the teacher lied: the exam might then be a surprise!

YES, he CAN disregard this possibility and stick to the unwarranted

belief that the exam won’t be a surprise.

But he’d do this only at his own peril: any retroactive dismissal of

the announcement is unwarranted !

There is NO justification for going back to the original

beliefs.
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The ONLY way for the student to prevent the exam from being a

surprise is to perform the above upgrade, and stick with its

conclusion: the Teacher lied, but nevertheless this is only because

his lie DID have an effect on the student (triggering the above

upgrade), and this effect WAS justified by the student’s initial

(modest) trust in the teacher.

There is NO justification for undoing this upgrade.

The (correct) conclusion that the teacher lied is NOT a warranty for

dismissing his announcement altogether, since this conclusion was

ONLY ensured by the student’s change of belief order as triggered by

the announcement.
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What Does This All Mean?

Recall that we started by assuming that the Student has a

POSITIVE attitude towards the Teacher. This means that he

starts by TRUSTING the Teacher, at least minimally: he is willing to

revise with the Teacher’s statement, as long as this doesn’t contradict

whatever “hard” information he may acquire in the process.

Assuming this, we showed that the belief-revision induced by

Teacher’s future-oriented announcement CANNOT be an “update”,

but only an “upgrade” with “soft” information; i.e. the teacher may

be a trusted, but NOT an infallible, source of information.
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MOREOVER, we also showed that this revision CANNOT be a

lexicographic or conservative upgrade either; i.e. the teacher

cannot be strongly trusted, or even conservatively trusted.

What this upgrade turned out to be was one that made the

content of the announcement to come to be KNOWN to be

false, although the announcement itself (as a belief-revising action)

WAS still “efficacious” (and thus it COULD NOT be dismissed).
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This reinforces the lesson that DEL has learnt from the older

Dynamic Semantics (for natural language):

the meaning of an announcement cannot be reduced to its

truth conditions;

in addition to being true or false, an announcement “does”

something: it changes the hearer’s doxastic state in a certain way.

The “real” meaning of an announcement is given by this doxastic

change:

Even if known to be false, the announcement can still

change one’s beliefs.
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FINAL CONCLUSION

IF the student starts by trusting the Teacher, then after the

announcement he should come to regard as more plausible (or

more probable) that the exam will take place in any

particular day than that it will take place in the next day.

As a result, every evening the student will believe the exam is

tomorrow.

So, whenever the exam comes, it will NOT be a surprise.

But... the only way for him to “prove” the teacher wrong is to be

prepared for the exam at any given moment !

I find it very pleasant that this solution agrees with (what should be

every) Teacher’s true intentions: what more can she expect to achieve

with such future-oriented “surprise” announcement?!
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