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5.1. Group “Knowledge” and Belief Aggregation

(a) What is a group’s epistemic/doxastic potential?

The information that the group may come to possess by somehow

merging/aggregating the information/beliefs held by its members.

(b) How can this group potential be actualized?

By appropriate communication/deliberation/aggregation protocols.
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5.1 (a). Merging Information

Suppose that each agents in a group has some private (“hard” and

“soft”) information.

What is the information possessed by the group as a whole?

In other words: if the agents would come together and share

their information, what would the group “know” (in the sense

of K, 2, Sb etc)?
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Connections with Preference Aggregation

In Social Choice Theory: the main issue is how to merge the agent’s

individual preferences.

A merge operation for a group G is a function
⊙

,

taking preference relations {Ri}i∈G into

a “group preference” relation
⊙

i∈I Ri (on the same state

space).
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Merge Operations

• So the problem is to find a “natural” merge operation (subject

to various fairness conditions), for merging the agents’ preference

relations.

• Depending on the conditions, one can obtain either

- an Impossibility Theorem (Arrow 1950) or

- a classification of the possible types of merge operations

(Andreka, Ryan & Schobbens 2002).
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Belief Merge and Information Merge

• If we want to merge the agents’ beliefs Bi, to get a notion of

“group belief”, then it is enough to merge the belief relations →i.

• To merge the agents’ knowledge Ki, it is enough to merge the

epistemic indistinguishability relations
i∼.

• To merge the agents’ soft information (all their defeasible

knowledge 2i, or equivalently all their “strong beliefs” Sbi, or

equivalently all their “conditional beliefs” BPi Q), we have to merge

the plausibility relations ≤i.
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Merge by Intersection

The so-called parallel merge (or “merge by intersection”)

simply takes the merged relation to be⋂
i∈G

Ri.

In the case of two agents, it takes:

Ra
⊙

RB := Ra ∩Rb

This could be thought of as a “democratic” form of preference merge.
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Distributed Knowledge is Parallel Merge

• This form of merge is well suited for “infallible

knowledge” K: since this type of knowledge is absolutely certain,

there is no danger of inconsistency.

• The agents pool their information in a completely symmetric

manner, accepting the other’s bits without reservations.

Parallel merge of the agents’ infallible knowledge gives

us the usual concept of “distributed knowledge” DK of

a group: RECALL that DK is the Kripke modality for the

intersection of all the agents’ indistinguishability relations

DKGP = [
⋂
i∈G

i∼]P.
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Lexicographic Merge

In lexicographic merge, a “priority order” is given on agents,

to model the group’s hierarchy. The “lexicographic

merge” Ra/b gives priority to agent a over b:

The strict preference of a is adopted by the group; if a is

indifferent, then b’s preference (or lack of preference) is

adopted; finally, a-incomparability gives group

incomparability.

Formally:

Ra/b := R>a ∪ (R
∼=
a ∩Rb) = R>a ∪ (Ra ∩Rb) = Ra ∩ (R>a ∪Rb).
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Lexicographic merge of soft information

This form of merge is particularly suited for “soft information”,

given by either defeasible knowledge 2 or belief B, in the absence

of any hard information: since soft information is NOT fully

reliable (because of lack of negative introspection for 2, and of

potential falsehood for B), some “screening” must be applied (and so

some hierarchy must be enforced) to ensure consistency of merge.
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Relative Priority Merge

Note that, in lexicographic merge, the first agent’s priority is

“absolute”.

But in the presence of hard information, the lexico-

graphic merge of soft information must be modified:

by first pooling together all the hard information and

then using it to restrict the lexicographic merge of soft

information.
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This leads us to a “more democratic” combination of Merge by

Intersection and Lexicographic Merge , called “(relative)

priority merge” Ra⊗b:

Ra⊗b := (R>a ∩R∼b ) ∪ (R
∼=
a ∩Rb) = Ra ∩R∼b ∩ (R>a ∪Rb).

This means that both agents have a “veto” with respect to

group incomparability:

The group can only compare options that both agents can compare;

and whenever the group can compare two options,

everything goes on as in the lexicographic merge: agent a’s

strong preferences are adopted, while b’s preferences are adopted only

when a is indifferent.
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Priority Merge of Soft Information

The Kripke modality

2a⊗bP = [Ra⊗b]P

for the merged plausibility relation, and its generalization to larger

group G = {a1, . . . , an}

2⊗GP = [(Ra1 ⊗Ra2)⊗ · · ·Ran ]P

give us a new, more sophisticated notion of collective knowledge:

2⊗G represents a (hierarchical) group’s defeasible knowledge.
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Example: merging Marry’s beliefs with Albert’s

If we give priority to Marry (the more sober of the two!), the

relative priority merge Rm⊗a of Marry’s and Albert’s original

plausibility orders

�� ��
�� ��¬D,¬G oo m //

�� ��
�� ��¬D,G m //

�� ��
�� ��D,G oo

m //
�� ��
�� ��D,¬G

�� ��
�� ��¬D,¬G

�� ��
�� ��D,G

a //
�� ��
�� ��D,¬G a //

�� ��
�� ��¬D,G

gives us:

�� ��
�� ��¬D,¬G

�� ��
�� ��¬D,G //

�� ��
�� ��D,G //

�� ��
�� ��D,¬G
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5.1 (b). Dynamic Merging of Beliefs

QUESTION: How can “Agreement” be reached by

“Sharing”?

MORE PRECISELY: we want to investigate the issue of reaching

doxastic agreement among the agents of a group by “sharing”

information or beliefs.
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How can “Agreement” be reached by “Sharing”?

Example of a particular scenario:

Albert Mary

WVUTPQRSǒ . ǒ
_

WVUTPQRSô . ô
^

Albert knows (D or G), believes G Mary doesn’t know (D or G)

conditional on D he believes ¬G believes D

They share their information

⇓
Together they know the same: (D or G) and both believe D and ¬G

16



Assumptions

We assume that it is common knowledge that :

• all communication is PUBLIC

• the agents are SINCERE

• all agents have THE SAME ATTITUDE towards each other (as

sources of information)

• this common attitude is one of the following: INFALLIBILITY !,

STRONG TRUST ⇑ or SUPER-STRONG ! ⇑.

Here, super-strong trust ! ⇑ is the mixed attitude according to

which: the source (speaker) i is considered infallible (!)

when announcing sentences known to her by introspection

(i.e. of the form KiP ), and is strongly trusted ⇑) when

announcing any other sentences.
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Dynamic Merge

• When total agreement (between the knowledge, beliefs or

defeasible knowledge of each individual) is reached, we say that the

agents’ doxastic structures have been dynamically “merged” into

one.

Connects to the problem of “preference aggregation” in Social Choice

Theory. “Aggregating beliefs” (or rather, belief structures).

Question: What types of merge can be dynamically

realized by what type of “sharing”?
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“Realizing” Preference Merge Dynamically

Intuitively, the purpose of “preference merge”
⊙

i∈GRi is to achieve

a state in which the G-agents’ preference relations are “merged”

accordingly, i.e.

to perform a sequence π of communication acts, transform-

ing the initial model (S,Ri)i∈G into a model (S,R′i)i∈G such

that

R′j =
⊙
i∈G

Ri

for all j ∈ G.

Let us call this a “realization” of the merge operation
⊙

.
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Realizing Distributed Knowledge

In the case of knowledge, it is easy to design a protocol to

realize the parallel merge of agents’ knowledge by a sequence

of joint updates, IF we assume (common knowledge of)

infallibility !:

PROTOCOL: Assume !. Then, in no particular order,

the agents have to publicly and sincerely announce “all

that they know” .

More precisely, a communication act a : KaP is performed, for

each set of states P ⊆ S such that P is (or comes to be)

known to a given agent a (AFTER the previous communication

acts).
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The Protocol

Formally, if (a1, . . . , an) is some arbitrary listing of all agents

in G without repetitions, then a protocol for realizing dis-

tributed knowledge within group G at state s, given

attitude ! is:

π :=
∏
i=1,n

ρi

where
∏

is sequential composition of a sequence of actions and

ρi :=
∏
{(ai : KaiP ) : P ⊆ S such that s |= [

∏
j=1,i−1

ρj ]KaiP}

The order of the agents in the first
∏
i and the order in which the

announcements are made by each agent (in the second
∏

) are

arbitrary.
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Order-independence

The announcements may even be interleaving:

if the initial model is finite, then any “public” dialogue (of agents

announcing facts they know) will converge to the realization of

distributed knowledge,

as long as the agents keep announcing new things (i.e. that are not

already common knowledge).
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Realizing Lexicographic Merge

Assuming that we have NO PRIVATE “HARD”

INFORMATION (i.e. that all knowledge is common

knowledge) and strong trust ⇑ is the common attitude:

then we can realize the lexicographic merge of SOFT

INFORMATION, via a protocol very similar to the one for

distributed knowledge:

PROTOCOL: Assume ⇑ and some given priority or-

der. Then, respecting the priority order, each agent has

to publicly and sincerely announce that she “defeasibly

knows” all that she believes to “know”. Here, “knowl-

edge” means now defeasible knowledge 2a.
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Order-dependence

The main difference is that now the speakers’ order matters!

To realize lexicographic merge, the agents that have “priority”

in the merge has to be given priority in the protocol.

A lower-priority agent will be permitted to speak ONLY

after the higher-priority agents finished announcing they

“know” ALL that they believe they “know”.

No interruptions, please!
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The PROTOCOL

Formally, if (a1, . . . , an) is a listing of all agents in descend-

ing priority order, the protocol π′ for realizing lexico-

graphic merge of plausibility relations {≤a}a∈G at state s,

given common attitude ⇑, is the following:

π′ :=
∏
i=1,n

ρ′i

where

ρ′i :=
∏
{(ai : 2aiP ) : P ⊆ S such that s |= [

∏
j=1,i−1

ρ′j ]BaiP}.

Here, the order (i1, . . . , ik) in the first
∏
i is the priority order, while

the order of announcements in the second
∏

is still arbitrary.
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Realizing Priority Merge

Finally:

If we assume (common knowledge of super-strong

trust) ! ⇑ (as the common attitude), then we can real-

ize the Priority Merge
⊗

i ≤i of the whole PLAUSIBILITY

ORDERS (encoding BOTH SOFT AND HARD INFORMA-

TION) by simply executing the second protocol above:

respecting the priority order, each agent has to publicly

and sincerely announce that she “defeasibly knows” all

that she believes (to “know”).
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Example

In the situation from Albert and Mary together:

�� ��
�� ��¬D,¬G m //

�� ��
�� ��¬D,Goo

m
11
�� ��
�� ��D,¬G

aqq
22
�� ��
�� ��D,G

aqq

m
mm

the protocol to realize the Priority Merge Rm⊗a consists of:

Mary’s sincere announcement (of her strong belief D); then Albert’s

infallible announcement (of his “hard” knowledge that D ∨G); ; then

Albert’s sincere announcement (of ¬G, which he strongly believes

after Mary’s announcement):

m : 2mD ; a : Ka(D ∨G) ; a : 2a¬G

�� ��
�� ��¬D,¬G

�� ��
�� ��¬D,G m,a //

�� ��
�� ��D,G

m,a //
�� ��
�� ��D,¬G
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Order-dependence: counterexample

The priority merge of the ordering

a

##�� ���� ��s
a
44
�� ���� ��u

a
44
�� ���� ��w

with the ordering

m

##�� ���� ��w
m
44
�� ���� ��s

m
44
�� ���� ��u

is equal to either of the two orders (depending on which agent has

priority). But...
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... suppose we have the following public dialogue

m : 2mu ; a : 2a(u ∨ w)

This respects the “sincerity” rule of our protocol, since initially m

strongly believes u; then after the first upgrade a strongly believes

u ∨ w.

But this doesn’t respect the “order” rule: m lets a answer before she

finishes all she has to say. The resulting order is neither of two

priority merges:
a,m

##�� ���� ��s
a,m
44
�� ���� ��w

a,m
44
�� ���� ��u
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The Power of Agendas

All this illustrates the important role of the person who “sets

the agenda”:

the “Judge” who assigns priorities to witnesses’ stands;

Or the “Speaker of the House”, who determines the order of the

speakers as well as the the issues to be discussed and the relative

priority of each issue.
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5.2. Information Dynamics as Information Merge

We can turn the tables around by thinking of information

DYNAMICS (belief revision) as a “kind” of information (or

belief) MERGE.

The idea is that we can think of agent a’s new observations (her

plausibility order on epistemic/doxastic actions) as being the

beliefs/informtion of “another agent” (=an “alter ego” of the first

agent) ã.

The way the new observations/actions change a’s beliefs can then

understood as a merging of a’s beliefs with ã’s beliefs.

This is the idea behind the notion of “event models”.
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Models for ‘Events’

Until now, our models captured only epistemic situations, i.e. they only

contain static information: they all are state models. We can thus

represent the result of each of our Scenarios, but not what is actually

going on. Our scenarios involve various types of changes that may affect

agents’ beliefs or state of knowledge: a public announcement, a ’legal’

(non-deceitful) act of private learning, ’illegal’ (unsuspected) private

learning etc.

We want to use now plausibility models to represent such types of

epistemic events, in a way that is similar to the representations we have

for epistemic states.
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Event Plausibility Models

A multi-agent event plausibility model

Σ = (Σ,∼a,≤a, pre)

is just like a multi-agent state plausibility model, except that its

elements σ ∈ Σ are now called events (or actions), and instead

of the valuation we have a precondition map pre, associating a

sentence preσ to each action σ: preσ is true in a world iff σ can

be performed.

Now, the preorders σ ≤a σ′ capture the agent’s plausibility

relations on events: a considers it at least as plausible that

σ′ is happening than that σ is happening. As before, ∼a are

definable in terms of ≤a, so we can skip them when describing

the event model.
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EXAMPLE: joint update

The event model for a joint radical update !ϕ is essentially the same as

in standard DEL (the event model for a “public announcement”):

�� ��
�� ��ϕ

(As usual for plausibility models, we do NOT draw the loops, but they

are there.)
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EXAMPLE: joint radical upgrade

The event model for a joint truthful upgrade ⇑ ϕ is:

�� ��
�� ��¬ϕ

a,b,c,··· //
�� ��
�� ��∗ϕ

(Here, I marked with a red star the “real event”: the one that is

actually happening.
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EXAMPLE: publicly-announced private upgrade

The event model for a publicly-announced private (radical) upgrade

with a true sentence ϕ is:

�� ��
�� ��¬ϕ ll

b 6=a 22
a ,,�� ��

�� ��∗ϕ
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Example: Secret (Fully Private) Learning

Let us consider again the “Concealed Coin” situation from the first

Lecture: a coin was on the table, covered, so it was common knowledge

that nobody saw its upper face.

But now, when nobody looks, Charles (agent c) secretely takes a

peek at the coin and sees it’s Heads up. Alice (a) and Bob (b)

don’t suspect anything: they believe that nothing is really happening.

A possible representation of this action as an event plausibility model is

�� ��
�� ��∗H

a,b,c

JJ

a,b ""E
EE

EE
EE

E

�� ��
�� ��T

a,b,c

TT

a,b}}zz
zz
zz
zz
//a,boo

�� ��
�� ��true

a,b,c

TT
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The real event (marked with a star) is the one in which Charles

secretely takes a peek and sees the coin Heads up. What Alice and Bob

believe it’s happening is “nothing” (their most plausible event has

precondition “true” and it’s completely public): i.e. that nobody learns

anything new.

However, if later Alice and Bob would be told that this was NOT the

case, and that in fact Charles took a peek, they would still not know

whether he saw the coin Heads up or Tails up. So they’d equally

plausible that Charles saw Heads (=the event in the upper left corner,

marked with a star) and he saw Tails (the event in the upper right

corner).
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Solving the Update Problem

We want to compose any initial state plausibility model (S,≤a
, ‖.‖)a∈A with any event plausibility model (Σ,≤a, pre)a∈A, in or-

der to compute the new state plausibility model after the event:

i.e. find an operation ⊗, such that

(S,≤a, ‖.‖)a∈A ⊗ (Σ,≤a, pre)a∈A

correctly represent the agents’ (hard and soft) information after

the event.
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A Product Construction

We think of the basic events of our event model as deterministic

actions: for a given input-state s and a given event σ, there is at most

one output-state. This means that we can represent the new

(output) states as pairs (s, σ) of an input-state s and an event σ.

Hence, the new state space after the event will be represented as a

subset of the Cartesian Product S × Σ.

Our events are purely epistemic/doxastic (i.e. learning or

communication actions), so they do not change the ontic facts of

the world:

(s, σ) |= p iff s |= p.

Finally, it’s obvious that the real world after the event is (s∗, σ∗).

But how should we define the new plausibility ≤a on

output-pairs (s, σ) ?
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Use Merge!

IDEA: Merge the information in the two models!

Since the agents may have both “hard” information (K) and “soft”

information (2 and B), the relative priority merge seems

appropriate, giving priority to the new information (in the spirit

of the AGM paradigm), i.e. to the EVENT plausibility order.
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The Action-Priority Rule

(s, σ) ≤a (s′, σ′) iff: either σ <a σ
′, s ∼a s

′ or σ ∼=a σ
′, s ≤a s

′.

This essentially says that we order the product space using the anti-

lexicographic preorder relation on comparable pairs (s, σ).
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The Action-Priority Update

The set of states of the new model S⊗Σ is:

S ⊗ Σ := {(s, σ) : s |=S preσ}

The valuation is given by the original valuation: (s, σ) |= p iff

s |= p.

The real world is (s∗, σ∗).

The plausibility relation is given by the Action-Priority Rule.
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Interpretation

The anti-lexicographic preorder gives “priority” to the action

plausibility relation. This is not an arbitrary choice: it is in the

spirit of AGM revision. The action plausibility relation captures

the agent’s current beliefs about the current event: what

the agents really believe is going on at the moment.

In contrast, the input-state plausibility relations only capture

past beliefs. The past beliefs need to be revised by

the current beliefs, and NOT the other way around! The

doxastic action is the one that “changes” the initial doxastic state,

and NOT vice-versa.

44



CONSEQUENCE

In particular, our rule has the consequence that the agent’s pieces of

“hard” information (K) about the initial state and about the on-going

event are merged by parallel merge:

(s, σ) ∼a (s′, σ′) iff s ∼a s′ and σ ∼a σ′ .

This special case is the “Product Update”, that you encountered in

the first part of the course (on “hard information” in a multi-agent

setting), and in the book DEL.
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EXAMPLE: joint radical upgrade again

EXERCISE: Check that, if we take the Action Priority Product of any

state model S with the event model Σ!ϕ for joint upgrade ⇑ ϕ, given as

above by

�� ��
�� ��¬ϕ

a,b,c,··· //
�� ��
�� ��ϕ

the resulting new state model S, S⊗Σ!ϕ is indeed (isomorphic to) the

result of performing the joint radical upgrade ⇑ ϕ on S.
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Example: Secret Learning, again

In the coin scenario in which Charles is secretely taking a peek, the

Action-Priority update of the original state (plausibility) model with

this event plausibility model (skipping the loops):

�� ��
�� ��∗H

�� ��
�� ��T//

a,b,coo

⊗
�� ��
�� ��∗H

a,b ""E
EE

EE
EE

E

�� ��
�� ��T

a,b}}zz
zz
zz
zz
//a,boo

�� ��
�� ��true

gives us:
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�� ��
�� ��∗H

a,b

  @
@@

@@
@@

@@
@@

@@
@@

@

a,b

��

�� ��
�� ��T

a,b

��

a,b

~~~~
~~
~~
~~
~~
~~
~~
~~
//a,boo

�� ��
�� ��H

�� ��
�� ��T//

a,b,c
oo

So e.g. Alice still believes that Charles doesn’t know the face. However,

if later she’s given the information that he took a peek (without being

told what he saw), she’d know that he knows the face; but as for

herself, she’d still consider both faces equally plausible.
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A Secret Communication Contradicting Prior Beliefs

What if now Charles secretely tells Alice that he knows the face of

the coin is Heads up?

This is a private knowledge announcement !a(KcH):

�� ��
�� ��∗KcH

b ##H
HH

HH
HH

HH

�� ��
�� ��KcT

b{{xx
xx
xx
xx

//boo

�� ��
�� ��true

Alice previously didn’t even suspect that Charles took a peek. So this

private knowledge announcement is inconsistent with her prior beliefs.

Nevertheless, after applying the Action Priority Product, we see that

Alice, instead of going crazy, simply deduces that Charles somehow

learned the face of the coin:
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�� ��
�� ��∗H

b

��

b

  @
@@

@@
@@

@@
@@

@@
@@

@
oo b //

�� ��
�� ��T

b

��

b

~~~~
~~
~~
~~
~~
~~
~~
~~

�� ��
�� ��H

a,b

  @
@@

@@
@@

@@
@@

@@
@@

@

a,b

��

�� ��
�� ��T

a,b

��

a,b

~~~~
~~
~~
~~
~~
~~
~~
~~
//a,boo

�� ��
�� ��H

�� ��
�� ��T//

a,b,c
oo

As for Bob, he’s still clueless.
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Complete Axiomatizations

A complete axiomatization is given by:

the axioms and rules of the K2 logic, and the following Reduction

Axioms (or “Recursion Axioms”):

Atomic Permanence

[σ]p ⇐⇒ ( preσ ⇒ p ), for all atomic sentences p

Announcement-Negation [σ]¬ψ ⇐⇒ ( preσ ⇒ ¬[σ]ψ )

Announcement-Conjunction [σ](ψ ∧ θ) ⇐⇒ ( [σ]ψ ∧ [σ]θ )

Announcement- Knowledge

[σ]Kaϕ ⇐⇒

 preσ ⇒
∧
β∼aα

Ka[β]ϕ
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[σ]2aϕ ⇐⇒

 preσ ⇒
∧
β<aα

Ka[β]ϕ ∧
∧
γ'aα

2a[γ]ϕ
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The last two laws can be called the “fundamental equations” of

Interactive Belief Revision, giving us the dynamics of “hard” and

“soft” information.

The first law embodies the essence of Product Update Rule, governing

the most general dynamics of “hard information” K:

[σ]Kaϕ ⇐⇒

 preσ ⇒
∧
β∼aα

Ka[β]ϕ


A proposition ϕ will be infallible known AFTER an epistemic

event σ iff, whenever the event can take place, it is infallible

known (BEFORE the event) that ϕ will be true after all

events that are epistemically indistinguishable from ϕ.
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The second law embodies the essence of the Action-Priority Rule,

governing the most general defeasible knowledge 2:

= [σ]2aϕ ⇐⇒

 preσ ⇒
∧
β<aα

Ka[β]ϕ ∧
∧
γ'aα

2a[γ]ϕ


A proposition ϕ will be defeasibly known AFTER a doxastic

event iff, whenever the event can take place, it is infallibly

known that ϕ will become true after all more plausible events

and in the same time it is defeasibly known that ϕ will

become true after all equi-plausible events.
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This notion can be related to the causal conception of knowledge.

Doxastic events α can be said to embody the “dynamic causes” of

belief change, while the corresponding dynamic modalities [α]Aϕ

capture a weak sense of ‘ “causality”: the “weakest (static) cause” of

coming to “know” (in the specific sense of the attitude A) something,

given the dynamic cause α.

Using this weak notion of causality, the causal-informational

conception of knowledge (in e.g. the sense of Dretske) can be given a

formal expression in DEL:

So “knowledge”, in this sense, is a belief that is created/induced by

specifically “epistemic”, “informative” actions.

“Knowledge” is simply the kind of belief that satisfies the

“right” Reduction Law.
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5.3. Probabilistic Product Update

RECALL:

A (multi-agent) probabilistic epistemic model is a pair

(S, P,∼a, ‖ • ‖), where

• S = (S, P ) is a dps (“the common prior”),

• for each agent a ∈ A, ∼a is an equivalence relation on S (the

agent’s information partition),

• ‖ • ‖ : Φ→ P(S) is a valuation function.

Agent a’s local posterior probability at state s is then given by

P sa (A) := P (A|s(a)), where

s(a) = {t ∈ S : s ∼a t}

is agent a’s information cell.
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RECALL: Mass Epistemic Models

RECALL a second (equivalent) representation.

A (multi-agent) mass epistemic model is a pair (S, µ,∼a, ‖ • ‖), where

• S is a finite or countable state space

• µ : S → (0, 1] is a mass function, satisfying
∑
s∈S µ(s) = 1

• for each agent a ∈ A, ∼a is an equivalence relation on S (the

agent’s information partition)

• ‖ • ‖ : Φ→ P(S) is a valuation function.

The prior probability is then given by

P (A) =
∑
s∈A

µ(s).
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Odds

For simplicity of computation (and of the drawings!), we may want to

use integers to represent the prior, whenever possible.

For this, we can just represent P in terms of relative odds

(likelihoods):

Let s1 a fixed state in S. If S is finite, then it is convenient to take s1

to be one of the states with the smallest mass

µa(s1) = Pa({s1}) = min{Pa({s} : s ∈ S}.

Then simply assign to each state s ∈ S the number

La(s) :=
µa(s)

µa(s1)
=

Pa({s})
Pa({s1})

representing the odds of s against s0 (according to agent a).
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NOTE: If S is finite, then the above procedure will ensure that

La(s1) = 1, and La(s) ≥ 1 for all s ∈ S.
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Third Representation: Lottery Models

A lottery model is a pair S = (S,L,∼a, ‖ • ‖), where

• S is a finite or countable state space

• L : S → (0,∞) is a “lottery function”, giving the prior relative

odds of every state against some fixed state s1 with L(s1) = 1.

• for each agent a ∈ A, ∼a is an equivalence relation on S (the

agent’s information partition),

• ‖ • ‖ : Φ→ P(S) is a valuation function.
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In lottery models:

The common prior mass can then be computed by normalization

µ(s) :=
L(s)∑
t∈S L(t)

and the common prior probability is given by

Pa(A) =
∑
s∈A

µa(s) =

∑
s∈A La(s)∑
s∈S La(s)

Finally, agent a’s posterior odds (of state s against s1) are

given by:

La(s) = L(s), if s ∼a s1;

La(s) = 0, otherwise .
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Example

In a group of agents A = {a1, a2, . . . , ak, . . .}, it is commonly known

that there are two urns. Urn W contains 2 white marbles and 1 black

marble. Urn B contains 2 black marbles and 1 white marble.

It is common knowledge that one (and only one) of the urns in placed

in a room, but that nobody has any further information (concerning

which urn is in the room).

Let us suppose that in reality (unknown to any of the agents), urn W is

the one in the room.
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Representation in terms of Common Prior Mass

�� ��
�� ��∗W : 1

2

�� ��
�� ��B : 1

2
//an( all n)oo

In the real world, Urn W is in the room. By the Common Prior

Assumption, the agents will only differ by their different private

information. So we put the probabilistic info in the states, and we only

use labeled lines to represent information cells.

(The common prior probability is based here on the Principle of

Indifference.)
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Lottery Representation (Common Prior Odds)

�� ��
�� ��∗W : 1

�� ��
�� ��B : 1//an( all n)oo
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Probabilistic DEL

Probabilistic Event Models:

(Σ, µ,∼a, PRE), where

• Σ is a finite or countable set of epistemic actions (or “events”)

• ∼a is an equivalence relation, giving agent a’s epistemic

indistinguishability relation on events in Σ;

• PRE is a family of mutually inconsistent sentences, called

preconditions;

• µ : PRE → (S → [0, 1]) is a (prior) conditional mass

function, assigning to each state s and each precondition

ϕ ∈ PRE a number µ(σ|ϕ) := µ(ϕ)(s), representing the state’s

prior conditional probability given precondition ϕ.
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The conditional mass functions are required to satisfy:

1. ∀σ ∈ Σ∃ϕ ∈ PRE : µ(σ|ϕ) 6= 0.

2. ∀ϕ ∈ PRE :
∑
σ∈Σ µ(σ|ϕ) = 1.
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Lottery Event Models

(Σ, L,∼a, PRE),

as before, except that L : PRE → (Σ→ (0,∞)) (satisfying the same

conditions).

As before, the conditional mass function can be recovered by

normalization:

µ(σ|ϕ) :=
L(σ|ϕ)∑

σ′∈Σ L(σ′|ϕ)
.
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Odds/Probability of an Action at a given state

For every state s and event σ, the prior odds of σ at state s are given

by

L(σ|s) := L(σ|ϕs), if s |= ϕs, for some ϕs ∈ PRE;

L(σ|s) := 0, if no such ϕs ∈ PRE exists.

We can then compute the mass (probability) of each event given

state s, obtaining:

µ(σ|s) := µ(σ|ϕs), if s |= ϕs, for some ϕs ∈ PRE;

µ(σ|s) := 0, if no such ϕs ∈ Φ exists.

µ(σ|s) captures the prior probability that event σ may occur in

state s.
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Example continued

Suppose that it is common knowledge that the first agent a1 enters

the room and picks a marble at random from the urn, looks at it then

returns it into the urn.

As it happens, it is a black marble, but only agent a1 sees this.

Event model, in terms of mass:

�� ��
�� ��W :2/3, B:1/3

w
OO
ak (k 6=1)
���� ��

�� ��W :1/3, B:2/3
b
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Odds

The lottery event model for the same action is:

�� ��
�� ��W :2, B:1

w
OO
ak (k 6=1)
���� ��

�� ��W :1, B:2
b
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Probabilistic Update

The new state space is a subset of the Cartesian product

{(s, σ)|µ(σ|s) 6= 0}.

(s, σ) ∼a (s′, σ′) iff s ∼a s′ and σ ∼a σ′

The simplest form is for the odds (lotteries) representation:

L(s, e) = L(s) · L(σ|s).
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From this we get the prior mass (probability) of each new state,

which turns out to be:

µ(s, σ) =
µ(s) · µ(σ|s)∑

{µ(s′) · µ(σ′|s′) : (s′, σ) ∈ S ⊗ Σ}
.

The agents’ posterior mass (probability) at state (s, σ) can also

be computed, and turns out to be:

µ(s,σ)
a (s′, σ′) =

µsa(s′) · µ(σ′|s′)∑
{µ(s′′) · µ(σ′′|s′′) : (s′, σ) ∈ S ⊗ Σ, s′′ ∼a s, σ′′ ∼a σ}

,

if s′ ∼a s, σ′ ∼a σ,

and

µ(s,σ)
a (s′, σ′) = 0, otherwise.
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Computing the Updated Model

Take the update product of the initial model

�� ��
�� ��W : 1 oo

an( all n) //
�� ��
�� ��B : 1

with the event Model (in terms of odds) for agent a1’s private

observation: �� ��
�� ��W :2, B:1

w
OO
ak (k 6=1)
���� ��

�� ��W :1, B:2
b
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Updated Model

Result of the Update is given by the following state model:

�� ��
�� ��Ww : 2

(k 6=1)

##

OO

ak (k 6=1)

oo an (all n) �� ��
�� ��Bw : 1

�� ��
�� ��Wb : 1

(k 6=1)

;;

�� ��
�� ��Bb : 2//an (all n)
��

ak (k 6=1)

We put arrows for an agent only between indistinguishable states.

The arrows go from lower-probability state to higher-probability ones

(or both ways between equi-probable ones).

Agent a1 knows that she observed b, so her information cell is the

lower one: she considers Urn B as more likely that Urn W .
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Application: Wisdom of the Crowds

Suppose now that the scenario is repeated for agents a2, a3, . . .: each

agent is allowed to enter alone (say, one by one). Each person draws

randomly one marble from the room, looks at its color, and has to

make a guess (or form an opinion): which of the two urns (W or B) is

more likely to be in the room.

These opinions are secret (no communication is allowed), but at the

end, a poll is taken of all people’s opinions. The majority guess is the

“virtual group knowledge”.

When the size of the group tends to ∞, the group gets virtual

knowledge of the real state (W ) with a probability approaching 1.
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EXPLANATION: Condorcet’s Jury Theorem

The standard explanation of the first kind of group wisdom is (some

variation of) Condorcet’s Theorem, essentially based on the Law of

Large Numbers.

When performing many independent observations, the individual

“errors”, or the the pieces of private evidence supporting the false

hypothesis, will be outnumbered by truth-supporting evidence.

So the probability that the majority vote will be wrong converges to 0

when the size of groups increases to ∞.
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The Condorcet Jury theorem

THEOREM: The probability that the majority selects the correct

alternative exceeds approaches 1 as N →∞, whenever the following

constraints are met:

• Each individual in a group of N people takes an independent

decision, based solely on his own private information.

• The likelihood of each private signal to be right is p > 1
2 .

• The choice is binary, i.e. there are two mutually exclusive

alternatives to choose from.
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Allowing Communication

But all this assumes that the agents’ opinions are based only on

independent observations (and that each observation is slightly

more likely to be correct than to be incorrect).

What happens if we allow some communication: after exiting the

rooms, each agent can share his/her opinion with the others.

Due to communication, the opinions are no longer independent, so

Condorcet’s Jury Theorem doesn’t apply.

BUT, intuitively, the agents entering the room later have now more

information than in the previous scenario, so you’d expect the group

knowledge to increase.
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More Information Does NOT give more group knowledge!

However, this is NOT what happens!

Instead, there is a non-zero probability that the whole group will

make the wrong guess, and moreover this probability stays

above 1
9 no matter how much we increase the size of the group!

We get an “informational cascade”.
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Application: Informational Cascades

As before, it is commonly known that there are two urns. Urn W

contains 2 white marbles and 1 black marble. Urn B contains 2 black

marbles and 1 white marble.

It is common knowledge that one (and only one) of the urns in placed

in a room, where people are allowed to enter one by one. Each person

draws randomly one marble from the room, looks at it, puts it back in

the urn, then has to make a guess: whether the urn is the room is Urn

W or Urn B. The guesses are publicly recorded on a board outside the

room, so that everybody can see the previous guesses.

Suppose that the urn is W , but that the first two people pick a black

marble. This may happen (with probability 1
9 ).

What happens next?
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Third Guess is Uninformative

Well, obviously the first two people will rationally guess Urn B (and

this is confirmed by Bayesian reasoning).

Once their guesses are made public, everybody else can infer that the

first two marbles were black.

Given this, the rational guess for the third person will also be Urn B,

regardless of what color she sees: in any case, she has two pieces of

evidence for B and maybe (at most one) for Urn A.

This can be easily checked by applying Bayes’ Rule. Since the guess of

the third person follows mathematically from the first two guesses), this

guess can be predicted by all the participants. Hence, this guess itself is

uniformative: the fourth person has exactly the same amount of

information as the third (namely the first two marbles plus his own),

hence will behave in the same way (guessing Urn B once again).
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Cascade!

By induction, a cascade is formed from now on: no matter how large

the group is, it will unanimously vote for Urn B. Not only they will

NOT converge to the truth with probability 1 (despite the group

possessing enough distributed information to determine the truth with

very high probability). But there will always be a fixed probability (as

high as 1
9 ) that they are all wrong!
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?!

Is this rational?!

Well, according to Bayesian analysis, the answer is YES:

given their available information, Bayesian agents interested in

individual truth-tracking will behave exactly as above!

Individual Bayesian rationality may thus lead to group

“irrationality”.
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Can Reflection Help?

Some people threw doubt over the above Bayesian proof, arguing that

it doesn’t take into account higher-order beliefs:

agents who reflect on the overall ‘protocol’ and on other agents’ minds

may realize that they are participating in a cascade, and by this they

might be able to avoid it!

This may indeed be the case for some cascades, but NOT for the

above example!
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To show this, we can re-prove the above argument (either a

probabilistic verson, or a qualitative evidential version of) Epistemic

Logic, which automatically incorporates unlimited reflective powers:

Epistemic Logic incorporates all the levels of mutual

belief/knowledge (of agent’s beliefs about other beliefs etc) about

the current state of the world.

Dynamic Epistemic Logic adds also all the levels of mutual

belief/knowledge about the current informational events that are

going on (“the protocol”). So a DEL proof would rule out the above

objection!
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Updated Model

Recall that we had already computed the situation after the first

observation, using probabilistic product update:

�� ��
�� ��Ww : 2

(k 6=1)

##

OO

ak (k 6=1)

oo an (all n) �� ��
�� ��Bw : 1

�� ��
�� ��Wb : 1

(k 6=1)

;;

�� ��
�� ��Bb : 2//an (all n)
��

ak (k 6=1)

Agent a1 knows that she observed b, so her information cell is the

lower one: she considers Urn B as more likely that Urn W .
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Public Announcement

Then agent announces her guess publicly (by writing B on the board

for everybody to see).

Essentially, this is a public announcement !(Pa1(B) > Pa1(W )) of

the fact that she considers Urn B as more likely that Urn W )

This announcement erases the states Ww and Bw:

�� ��
�� ��Wb : 1

an ( all n) //
�� ��
�� ��Bb : 2
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Second Round

After another observation b by agent a2 and another public

announcement !(Pa2(B) > Pa2(W )) , we similarly get

�� ��
�� ��Wbb : 1

an,( all n) //
�� ��
�� ��Bbb : 4
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Third Round: the observation

Agent a3 enters the room and privately observes a white ball. The

event model is: �� ��
�� ��W :2, B:1

w
OO
ak (k 6=3)
���� ��

�� ��W :1, B:2
b

where the real observation is the upper one (w).
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Third Round: the Product Update

Result of the Update is given by the following state model:

�� ��
�� ��Wbbw : 2

(k 6=3)

$$

OO

ak (k 6=3)

an (all n) //
�� ��
�� ��Bbbw : 4

�� ��
�� ��Wbbb : 1

(k 6=3)

::

�� ��
�� ��Bbbb : 8//an (all n)

��

ak (k 6=3)
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End of the Third Round

BUT: NOW the observing agent (a3) considers Urn B more

probable than Urn W , IRRESPECTIVE of the result of her

own private observation (w or b).

This means that announcing this fact, via a new public

announcement !(Pa3(B) > Pa3(W )), will not delete any state:

the model after that is still the same, namely

�� ��
�� ��Wbbw : 2

(k 6=3)

$$

OO

ak (k 6=3)

an (all n) //
�� ��
�� ��Bbbw : 4

�� ��
�� ��Wbbb : 1

(k 6=3)

::

�� ��
�� ��Bbbb : 8//an (all n)

��

ak (k 6=3)
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Informational Cascade

So the third agent’s public announcement bears no

information whatsoever:

an informational cascade has been formed.

From now on, the situation repeates itself :

although the model keeps growing, all agents will always consider

Urn B more probable than Urn W in all states (irrespective

of their own observations)!

In the end, the result of the poll will be wrong: the group will

unanimously vote for the wrong urn (B).

Individual Bayesian rationality has lead to group

“irrationality”.
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Cascade

From now on the cascade is formed: we can prove by induction that,

after n− 1 private observations by agents a1, . . . an−1, the state

model is of the type:

�� ��
�� ��W

ai ( alli<n) //
�� ��
�� ��B
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Qualitative Dynamic Evidential Logic

In joint work with Jens Hansen, we develop a qualitative Dynamic

Evidential Logic, that can explain the same phenomenon without the

use of probabilities.

This is important since many people have the intuition that, although

the cascade is formed, it is not due to any use of Bayesian update by

the agents. Instead, real agents playing this game seem to use

“rough-and-ready” qualitative heuristic methods:

e.g. simply counting the available pieces of evidence in favor of

each hypothesis (urn).

More sophisticated version: “weighting” the evidence (in favor of

each alternative), but without the use of probabilities.
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Third Approach: Game Theoretic

The “real thing”!

Payoffs: Each agent is rewarded for her individual performance;

she gets a sum of money iff her individual guess was correct (else gets

nothing).

It is easy to see that the only Nash equilibrium is given by the

above “Bayesian strategy” (in which each agent’s guess matches her

true belief about the Urn, belief reached by Bayesian conditioning using

all her available information).

But this is precisely the one that may lead to the cascade!
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Changing the Rules

Rules of The Game: communication is allowed according to some

communication graph (“social network”), encoding who can “see”

the guesses of whom.

Alternatively, we can replace the network by a joint communication

strategy (protocol), allowing some agents to use (conditionalize on)

the information about some other agents’ guesses.

Agents are allowed to choose as a group one of these joint protocols: a

protocol is played iff all the agents agree to play it (and then the

protocol is enforced: players cannot deviate from it!)
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Changing the Social Network

Condorcet network: no communication, only private observations.

'&%$ !"#1 '&%$ !"#2 '&%$ !"#3 '&%$ !"#4 · · ·

The Above Cascading Example: sequential public announcements.

'&%$ !"#1 // && ""   '&%$ !"#2 // && ��'&%$ !"#3 // '&%$ !"#4 // '&%$ !"#5 // · · ·

The same cascade can be generated even with private

communications (to the next observer) of the opinions of the

last two observers:

'&%$ !"#1 // &&'&%$ !"#2 // &&'&%$ !"#3 // '&%$ !"#4 // · · ·
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Changing the Payoffs

If we change the payoffs, rewarding agents, NOT for their own

individual truth-tracking, but only iff the majority tracks the

truth, then the cascade will NOT form (in any of the above networks):

rational players will then disregard the information received from the

others, simply guessing the urn that matches the observed color, to take

advantage of Condorcet’s theorem!

Let’s call this the “Condorcet protocol”: always disregard the

opinions of others. This protocol can be applied irrespective of

the social/communication network.
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Combining Individual and Group Epistemology

What if we reward players only iff BOTH their individual guess is

correct AND the majority’s vote is correct?

Then other communication networks/protocols can ensure a higher

expected payoff than the Condorcet network/protocol:

E.g. players are randomly assigned (using a fair lottery) different

numbers from 1 to N , and then they communicate as follows:

'&%$ !"#1
!!'&%$ !"#2
##'&%$ !"#3
''· · · ?>=<89:;N

2
// WVUTPQRSN

2 + 1 // · · · /.-,()*+N

For large N , this ensures better expected payoff than Condorcet.

(Joint work with Andreea Achimescu.)
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Herd Behavior

In both the above “rational” approaches, the cascade is formed, but the

probabilities (or strength of evidence) do not keep rising.

In reality, people are less rational: they tend to keep increasing their

strength of belief in large cascades.

E.g. if they see 1,000,000 B’s written on the board, they tend to assign

much much higher probability to B than if they see only two B’s.

By the above analysis, this is irrational: their probability of B should

only depend on the first two guesses and their own private observation

(of a colored marble). All the other guesses are un-informative, since we

could predict them by logic if we are given the first two guesses B,B.

Herd Behavior: irrationality?
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Modified Scenarios

But there are scenarios in which such a continuous increase of

probability IS justified.

E.g. allow for random repetitions (the same agent may be randomly

chosen to enter the room again).

But what if the repetitions are NOT random? What if they follow a

commonly known pattern?

Then the cascade should stop after a while!

SIMPLEST CASE: Only 2 agents, entering the room alternatively.

Rationally speaking, NO cascade should form in this case!

REALLY? Recall “Men Who Stare at Goats”!
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REAL CASE

(Quoted from recent paper by V. Hendricks et alia on “Infostorms”)

Two book retailers Bordeebook and Profnath.

One book: The Making of a Fly:The Genetics of Animal Design (1992)

by Peter A. Lawrence,

Online price peaked on April 18, 2011 when Bordeebook offered the

book for the startling price of 23.698.655,93 dollars.

The absurd price was reached for no intrinsic reasons having to do with

the books true market value.

Cause: both retailers used automatic price-setting algorithms (setting

their prices on this book to be conditional on each other by 0.9983 and

1.270589, respectively, thus leading to a gradual price escalation).
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