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This course covers formal tools and techniques for use in modern

Epistemology.

1



FIVE TENETS

(1) the emphasis on logics and models for epistemic/doxastic attitudes:

Formal Epistemology;

(2) the stress on the role played by belief change and knowledge

updates: Dynamic Epistemology;

(3) the interplay between semantical/extensional approach to belief and

syntactic/intensional approach to evidence and justification:

Evidential Epistemology.

(4) comparing/relating qualitative (logic-based) approaches with the

probabilistic approach: Bayesian Epistemology.

(5) the key role played by groups and social networks and the problems

posed by testimony, deliberation and aggregation of beliefs: Social

Epistemology.
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COURSE PLAN

• Lecture 1 : Introduction, puzzles, logics for knowledge,

belief and belief change. Knowledge updates, Dynamic

Epistemic Logic, Fitch paradox.

• Lecture 2 Belief revision and Defeasible Knowledge.

Plausibility models, Doxastic Upgrades, Dynamic and Static

Attitudes, Surprise Exam Paradox.

• Lecture 3 : Evidence and Justification. Omniscience,

Awareness, Justification Logic, Explicit Knowledge and Explicit

Belief. Evidential Dynamics, the formal treatment of Gettier

examples.
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• Lecture 4 : Probabilistic (Bayesian) account of Belief.

Degrees of belief. Bayesian conditioning, Jeffrey updates. The logic

of high probability. Connections to the qualitative account.

• Lecture 5 : Social Epistemology. Group knowledge and social

networks. Testimony, belief aggregation, social influence. The

wisdom and madness of the crowds: epistemic democracy, epistemic

bandwagonning, pluralistic ignorance, informational cascades.
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1.1. Epistemic Puzzle no. 1: Moore Sentences

Our starting example concerns a “love triangle”: suppose that Alice

and Bob are a couple, but Alice has just started an affair with Charles.

At some point, Alice sends to Charles an email, saying:

“Don’t worry, Bob doesn’t know about us”.

But suppose now that Bob accidentally reads the message (by, say,

secretely breaking into Alice’s email account).

Then, paradoxically enough, after seeing (and believing) the message

which says he doesn’t know..., he will know !
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So, in this case, learning the message is a way to falsify it.

As we’ll see, this example shows that standard belief-revision

postulates may fail to hold in such complex learning ac-

tions, in which the message to be learned refers to the knowledge

of the hearer.
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Epistemic Puzzle no. 2: Self-fulfilling falsehoods

Suppose Alice becomes somehow convinced that Bob knows everything

(about the affair).

This is false (Bob doesn’t have a clue), but nevertheless she’s so

convinced that she makes an attempt to warn Charles by sending him a

message:

”Bob knows everything about the affair!”.

As before, Bob secretely reads (and believes) the message. While false

at the moment of its sending, the message becomes true: now he knows.
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So, communicating a false belief (i.e. Alice’s action) might be a

self-fulfilling prophecy: Alice’s false belief, once communi-

cated, becomes true.

In the same time, the action of (reading and) believing a falsehood

(i.e. Bob’s action) can be self-fulfilling: the false message, once

believed, becomes true.
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Epistemic Puzzle no. 3: Fitch’s Knowability Paradox

Knowledge is often partial : seems that typically there exist true facts p

that are currently unknown.

p ∧ ¬Kp

Verificationism: assume that every truth is knowable.

ϕ =⇒ 3Kϕ

(where 3 means possibility). Apply this to ϕ := p ∧ ¬Kp: we get

3K(p ∧ ¬Kp)

Knowledge is additive (distributes over conjunction):

3(Kp ∧K¬Kp)

9



. Knowledge is factive (K¬Kp⇒ ¬Kp), so we infer:

3(Kp ∧ ¬Kp),

i.e. logical inconsistencies are possible! Contradiction.
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Epistemic Puzzle no. 4: Muddy Children

Suppose there are 4 children, all of them being good logicians, exactly 3

of them having dirty faces. Each can see the faces of the others, but

doesn’t see his/her own face.

The father publicly announces:

“At least one of you is dirty”.

Then the father does another paradoxical thing: starts repeating over

and over the same question “Do you know if you are dirty or not,

and if so, which of the two?”
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After each question, the children have to answer publicly, sincerely and

simultaneously, based only on their knowledge, without taking any

guesses. No other communication is allowed and nobody can lie.

One can show that, after 2 rounds of questions and answers, all the

dirty children will come to know they are dirty! So they give

this answer in the 3rd round, after which the clean child also comes

to knows she’s clean, giving the correct answer at the 4th round.
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Muddy Children Puzzle continued

First Question: What’s the point of the father’s first announcement

(”At least one of you is dirty”)?

Apparently, this message is not informative to any of the children: the

statement was already known to everybody! But the puzzle wouldn’t

work without it: in fact this announcement adds information to the

system! The children implicitly learn some new fact, namely the fact

that what each of them used to know in private is now public knowledge.
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Second Question: What’s the point of the father’s repeated questions?

If the father knows that his children are good logicians, then at each

step the father knows already the answer to his question,

before even asking it! However, the puzzle wouldn’t work without these

questions. In a way, it seems the father’s questions are “abnormal”, in

that they don’t actually aim at filling a gap in father’s knowledge; but

instead they are part of a Socratic strategy of

teaching-through-questions.

Third Question: How can the children’s statements of ignorance lead

them to knowledge?
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Puzzle no 5: Sneaky Children

Let us modify the last example a bit.

Suppose the children are somehow rewarded for answering as quickly as

possible, but they are punished for incorrect answers; thus they are

interested in getting to the correct conclusion as fast as possible.

Suppose also that, after the second round of questions, two of

the dirty children “cheat” on the others by secretly announcing

each other that they’re dirty, while none of the others suspects this

can happen.
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Honest Children Always Suffer

One can easily see that the third dirty child will be totally

deceived, coming to the “logical” conclusion that... she is

clean!

So, after giving the wrong answer, she ends up by being punished for

her credulity, despite her impeccable logic.
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Clean Children Always Go Crazy

What happens to the clean child?

Well, assuming she doesn’t suspect any cheating, she is facing

a contradiction: two of the dirty children answered too quickly,

coming to know they’re dirty before they were supposed to know!

If the third child simply updates her knowledge monotonically with this

new information (and uses classical logic), then she ends up believing

everything : she goes crazy!
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Puzzle no 6: Surprised Children

The students in a high-school class know for sure that the date of

the exam has been fixed in one of the five (working) days of

next week: it’ll be the last week of the term, and it’s got to be an

exam, and only one exam.

But they don’t know in which day.

Now the Teacher announces her students that the exam’s date will

be a surprise: even in the evening before the exam, the students will

still not be sure that the exam is tomorrow.
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Paradoxical Argumentation

Intuitively, one can prove (by backward induction, starting with

Friday) that, IF this announcement is true, then the exam

cannot take place in any day of the week.

So, using this argument, the students come to “know” that

the announcement is false: the exam CANNOT be a surprise.

GIVEN THIS, they feel entitle to dismiss the announcement, and...

THEN, surprise: whenever the exam will come (say, on Tuesday), it

WILL indeed be a complete surprise!

This is the so-called SURPRISE EXAM PARADOX.
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PUZZLE no 7: The Lottery Paradox

A lottery with 1 million tickets (numbered from 1 to 1000000) was

announced. It is known that one (and only one) of the tickets is the

winner.

Alice receives a ticket (with the number 1, 570) as a birthday gift. Being

a good mathematician, Alice calculates that the probability that this

particular ticket is winning is 0.000001, i.e. practically infinitesimal. So

she believes that her ticket (no 1, 570) is not the winning one.

Of course, the same reasoning applies to any other ticket. So, for each

number between 1 to 1000000, Alice believes that the ticket with that

number is not winning.

On the other hand, she knows that one of these tickets IS the

winning one.

So Alice’s beliefs are inconsistent!
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The Infinite Lottery

Maybe you think that Alice was wrong to believe that her ticket was

not winning, given that there was still some non-zero (though extremely

small) probability that it might actually be the winning ticket.

Well, then consider instead an infinite lottery, with tickets labeled by

arbitrary natural numbers.

Now, assuming the lottery is fair, the probability that a given number

is the winning one is actually = 0. So Alice is now absolutely right to

believe that a ticket with a(ny) given number is not winning. But

one of them has to be winning !

So Alice’s beliefs (taken as a whole) are still inconsistent! Though, in

this case, any finite subset of her beliefs is consistent...
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PUZZLE no 8: Informational Cascades

It is commonly known that there are two urns. Urn A contains twice as

many black marbles as white marbles. Urn B contains twice as many

white marbles as black marbles.

It is known that one (and only one) of the urns in placed in a room,

where people are allowed to enter one by one. Each person draws

randomly one marble from the room, looks at it and has to make a

guess: whether the urn is the room is Urn A or Urn B. The guesses are

recorded on a board in the room, so that the next person can see the

previous guesses.

What will happen?
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The Circular Mill

An army ant, when lost, obeys a simple rule: follow the ant in front of

you!

Most of the time, this works well.

But the American naturalist William Beebe came upon a strange sight

in Guyana:

a group of army ants was moving in a huge circle, 1200 feet in

circumference. It took each ant two and a half hours to complete the

tour.

The ants went round and round for two days, till they all died.

If you think people are smarter than ants, think of the arms’ race in the

Cold War.
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The Human Mill: Men Who Stare at Goats

About the U.S. Army’s exploration of psi research and

military applications of the paranormal.

General Brown: When did the Soviets begin this type of

research?

Brigadier General Dean Hopgood: Well, Sir, it looks like they

found out about our attempt to telephathically communicate

with one of our nuclear subs. The Nautilus, while it was under

the Polar cap.

General Brown: What attempt?

Dean: There was no attempt. It seems the story was a French

hoax.
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Dean: But the Russians think the story about the story being a

French hoax is just a story, Sir.

General Brown: So they started doing psi research because they

thought we were doing psi research, when in fact we weren’t

doing psi research?

Dean: Yes sir. But now that they *are* doing psi research,

we’re gonna have to do psi research, sir.

Dean: We can’t afford to have the Russian’s leading the field in

the paranormal.
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PUZZLE no 9: Pluralistic Ignorance

Emperor’s New Clothes.

If there is anything that you feel it’s too difficult to understand in my

lecture, please ask questions! :-)

Anybody?!
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1.2. Epistemic-Doxastic Models and Logics

Epistemic Logic was first formalized by Hintikka (1962), who also

sketched the first steps in formalizing doxastic logic.

They were further developed and studied by philosophers (Parikh,

Stalnaker etc.), logicians (van Benthem, van der Hoek etc), economists

(Aumann, Brandenburger, Bonanno etc) and computer-scientists

(Halpern, Vardi, Fagin etc.)
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Scenario 1: the concealed coin

Two players a, b and a referee c play a game.

In front of everybody, the referee throws a fair coin, catching it in his

palm and fully covering it, before anybody (including himself) can see

on which side the coin has landed.

�� ��Ha,b,c 44
oo a,b,c //

�� ��T a,b,cjj
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Kripke Models

For a set Φ of facts and a finite set A of agents, a Φ-Kripke model is

a triple

S = (S,→A , ‖.‖ )

consisting of

1. a set S of “worlds”

2. a family of binary accessibility relations
a→⊆ S × S, one for each

agent a ∈ A

3. and a valuation ‖.‖ : Φ→ P(S), assigning to each p ∈ Φ a set ‖p‖S
of states
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The valuation is also called a truth map. It is meant to express the

factual content of a given world, while the arrows →A express the

agents’ uncertainty between various worlds.

A Kripke model is called a state model whenever we think of its

”worlds” as possible states. In this case, the elements p ∈ Φ are called

atomic sentences, being meant to represent basic “ontic”

(non-epistemic) facts, which may hold or not at a given state.
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Satisfaction Relation

Write s |=S ϕ for the satisfaction relation: ϕ is true at world s in

model S. This is defined inductively:

s |=S p iff s ∈ ‖p‖S

s |= ¬ϕ iff s 6|= ϕ

s |= ϕ ∧ ψ iff s |= ϕ and s |= ψ
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Extending the Truth Map

Equivalently, this allows us to extend the truth map ‖ϕ‖S to all

propositional formulas, by putting:

‖ϕ‖S := {s ∈ S : s |=S ϕ}.

Obviously, this has the property that

‖¬ϕ‖S = S \ ‖ϕ‖S,

‖ϕ ∧ ψ‖S = ‖ϕ‖S ∩ ‖ψ‖S,

‖ϕ ∨ ψ‖S = ‖ϕ‖S ∪ ‖ψ‖S.

Any new propositional operator A(ϕ1, . . . , ϕn) is “defined” by extending

the truth map to define ‖A(ϕ1, . . . , ϕn)‖S, i.e. by giving a defining

inductive clause for satisfaction s |= A(ϕ1, . . . , ϕn).
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Modalities

For every sentence ϕ, we can define a sentence 2ϕ by (universally)

quantifying over accessible worlds:

s |=S 2aϕ iff t |=S ϕ for all t such that s
a→ t.

2aϕ may be interpreted as knowledge (in which case we use the

notation Kaϕ instead) or belief (in which case we use Baϕ instead),

depending on the context.

Its existential dual

3aϕ := ¬2a¬ϕ

denotes a sense of “epistemic/doxastic possibility”.

33



Doxastic Models

A doxastic model (or KD45-model) is a Φ-Kripke model satisfying

the following properties:

• (D) Seriality: for every s there exists some t such that s
a→ t;

• (4) Transitivity: If s
a→ t and t

a→ w then s
a→ w

• (5) Euclideaness : If s
a→ t and s

a→ w then t
a→ w

In a doxastic model, 2a is interpreted as belief, and denoted by Ba.
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EXERCISE

The following are valid in every doxastic model:

1. Consistency of Beliefs:

¬Ba(ϕ ∧ ¬ϕ)

2. Positive Introspection of Beliefs:

Baϕ⇒ BaBaϕ

3. Negative Introspection of Beliefs:

¬Baϕ⇒ Ba¬Baϕ
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Epistemic (S5-) Models

An epistemic model (or S5-model) is a Kripke model in which all

the accessibility relations are equivalence relations, i.e. reflexive,

transitive and symmetric (or equivalently: reflexive, transitive

and Euclidean).

In an epistemic model, 2a is interpreted as knowledge, and denoted

by Ka.
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EXERCISE

The following are valid in every epistemic model:

1. Veracity of Knowledge:

Kaϕ⇒ ϕ

2. Positive Introspection of Knowledge:

Kaϕ⇒ KaKaϕ

3. Negative Introspection of Knowledge:

¬Kaϕ⇒ Ka¬Kaϕ
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Properties connecting Knowledge and Belief

One may want to impose some constraints connecting the two, which

can be done by adding more semantic conditions:

• Strong Positive Introspection of beliefs Baϕ⇒ KaBaϕ

corresponds to

if s ∼a t and t
a→ w then s

a→ w.

• Strong Negative Introspection of beliefs ¬Baϕ⇒ Ka¬Baϕ
corresponds to

if s ∼a t and s
a→ w then t

a→ w.

• Knowledge Implies Belief Kaϕ⇒ Baϕ corresponds to

if s
a→ t then s ∼a t.
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S4 Models for weak types of knowledge

Many philosophers deny that knowledge is introspective, and in

particular deny that it is negatively introspective.

Both common usage and Platonic dialogues suggest that people may

believe they know things that they don’t actually know.

An S4-model for knowledge is a Kripke model satisfying only

reflexivity and transitivity (but not necessarily symmetry or

Euclideaness). This gives a model to a weaker notion of

“knowledge”, one that is truthful and positively introspective, but

not necessarily negatively introspective.
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Kripke Models for Non-Standard Notions of Belief

Similarly, by dropping the corresponding semantic conditions, one can

use Kripke models to represent non-introspective beliefs, or even

inconsistent beliefs.
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The Problem of Logical Omniscience

However, it is easy to see that any Kripke modality 2 = [R] still

validates Kripke’s axiom

(K) 2a(ϕ⇒ ψ)⇒ (2aϕ⇒ 2aψ),

and still satisfies the Necessitation Rule:

if ϕ is valid, then 2aϕ is valid.

So, if we interpret the modality as “knowledge” or “belief”, then every

logical validity is known/believed, and similarly every logical

entailment between two propositions is known/believed.

This means that Kripke semantics can only model “ideal” reasoners,

who may have limited access to external truths, but have unlimited

inference powers.
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Later, towards the end of the course, we will see how a modified Kripke

semantics can avoid this problem.
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Distributed Knowledge

Suppose Alice would like to know with whom did Bob go out for

dinner. But she only knows he went out with one of his two friends,

Charles or Eve (but not both: they can’t stand each other).

On the other hand, suppose in fact Bob went out with Eve; so Charles

must obviously know that Bob didn’t go out with him.

If only Alice and Charles could put their knowledge together, they

would find out that Bob went out with Eve. So Alice gives a phone call

to Charles, they chat and find out.

Before the chat, none of them knew that Bob has gone out with Eve,

but this fact was distributed knowledge between the two of them:

putting their knowledge together was enough to ensure the knowledge

of this new fact.
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“Distributed” Modalities

The sentence D2ϕ is obtained by quantifying over all worlds that are

simultaneously accessible by all arrows (from a given world):

s |=S D2ϕ iff t |=S ϕ for every t such that s
a→ t holds for all a ∈ A.

In other words, D2 is the Kripke modality corresponding to the

intersection of all epistemic relations
⋂
a∈A

a→

When the relations
a→ are reflexive (corresponding to some form of

“knowledge”), D2ϕ may be interpreted as distributed knowledge (in

which case we use the notation Dkϕ instead).

When the relations
a→ represent beliefs, one can also interpret D2 as

“distributed belief” Dbϕ, but in this case it might actually be

inconsistent or false.
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Distributed Knowledge Within a Group

As for common knowledge, distributed knowledge can also be

considered in a restricted form: ditributed knowledge within a given

(sub)group G ⊆ A. The definition is the same, except that we restrict

the intersection of the arrows within the group G:

s |=S D2Gϕ iff t |=S ϕ for every t such that s
a→ t holds for all a ∈ G.

Distributed knowledge precisely captures the implicit (or “virtual”)

knowledge of the group G: what the agents in G could come to

know if they would pool together all their private knowledge.

45



Distributed Knowledge: Complete Axiomatization

It is easy to see that each of the semantic properties (reflexivity,

transitivity, Euclideaness) corresponding to logical postulates usually

attributed to “knowledge” (Veracity, Positive Introspection, Negative

Introspection) holds for the intersection relation
⋂
a∈G

a→ whenever it

holds for each of the arrows
a→ (for each a ∈ G).

Thus, a complete axiomatization of epistemic logic with

distributed knowledge is given by: your favorite axioms and rules

for multi-agent epistemic logic (i.e. a subset of the axioms and rules of

multi-agent S5); the corresponding axioms and rules for Distributed

Knowledge (corresponding to the same subset of S5); the axiom

2aϕ⇒ D2Gϕ , for every a ∈ G .
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“Everybody knows...”

Suppose that, in fact, everybody knows the road rules in France. For

instance, everybody knows that a red light means “stop” and a green

light means “go”. And suppose everybody respects the rules that (s)he

knows.

Question: Is this enough for you to feel safe, as a driver?

Answer: NO.

Why? Think about it!
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Common Knowledge

Suppose the road rules (and the fact they are respected) are common

knowledge: everybody knows (and respects) the rules, and everybody

knows that everybody knows (and respects) the rules, and... etc.

Now, you can drive safely!
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Another Example: The Coordinated Attack

Two divisions of the same army, commanded by general A and general

B, are camped on two hilltops overlooking a valley. In the valley awaits

the enemy (C).

It is clear that if both divisions attack simultaneously they will win,

while if only 1 division attacks it will be defeated.

So neither general will attack unless he is absolutely sure that the other

will attack with him. General A sends a messenger to general B to

coodinate a simultaneous attack, by conveying the message “attack at

dawn”. But it is possible that the messenger would be captured by the

enemy. Fortunately, on this particular night, everything goes smooth.

How long it will take them to coordinate an attack?
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Well, B cannot attack at dawn, after receiving the message, since he’s

still not sure that A knows he received the message; indeed, A might

think it possible the messenger was captured, in which case A will not

attack at dawn, since he’ll fear B won’t attack. So B has to send

another messenger to A to confirm the receipt of the first message (an

’acknowledgment’). After receiving it, A knows that B got the first

message. But he still cannot attack, since he’s not sure B will: for all

that B knows, his messenger might have been captured (in which case

A wouldn’t know the first message was received). So A has to send

back to B another messenger, confirming the receipt of the previous

acknowledgment.

This goes forever, without achieving any coordination: even if no

messenger is captured, one can show that no finite number of successful

deliveries of “acknowledgments to acknowledgments” can allow the

generals to attack!
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“Common” Modalities

The sentence C2ϕ is obtained by quantifying over all worlds that are

accessible by any concatenations of arrows:

s |=S C2ϕ iff t |=S ϕ for every t and every a finite chain

(of length n ≥ 0) of the form s = s0
a1→ s1

a2→ s2 · · ·
an→ sn = t.

C2ϕ may be interpreted as common knowledge (in which case we

use the notation Ckϕ instead) or common belief (in which case we

use Cbϕ instead), depending on the context.
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Common Knowledge Within a Group

Common knowledge (or belief) can also be considered in a restricted

form, as common knowledge within a given (sub)group G ⊆ A. The

definition is the same, except that we restrict the concatenated arrows

to arrows within the group G:

s |=S C2Gϕ iff t |=S ϕ for every t and every a finite chain

of the form s = s0
a1→ s1

a2→ s2 · · ·
an→ sn = t, with a1, . . . , an ∈ G.

Obviously, full common knowledge/belief C2 (as previously defined)

corresponds to the case that G is the set A of all agents:

C2ϕ = C2Aϕ
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Common Knowledge as an Infinite Conjunction

If we make the abbreviation

EGϕ :=
∧
a∈G

2aϕ

(“everybody knows ϕ ”), then we can easily check that:

s |=S C2Gϕ iff s satisfies all the (infinitely many) sentences

ϕ,EGϕ,EGEGϕ,EGEGEGϕ, . . .
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In this sense, we can say that C2Gϕ is equivalent to the “infinite

conjunction”

ϕ ∧ EGϕ ∧ EGEGϕ ∧ . . .

However, the most used modal-epistemic languages are finitary, so that

C2 cannot be defined as the (impossible to form) infinite conjunction.

Instead, C2 is usually taken as a primitive operator (introduced via

the above semantic clause).
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Validities involving common modalities

“Fixed-Point Axiom” (also known as “mix”)

C2Gϕ⇒ (ϕ ∧ EGC2Gϕ)

where the operator EG (“everybody in G knows...”) was defined as

abbreviation in previous slide.

“Induction Axiom”

C2G(ϕ⇒ EGϕ)⇒ (ϕ⇒ C2Gϕ)
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1.3. Logics of public and private announcements

PAL (the logic of public announcements) was first formalized

(including Reduction Laws) by Plaza (1989) and independently by

Gerbrandy and Groeneveld (1997).

The problem of completely axiomatizing PAL in the presence of

the common knowledge operator was first solved by Baltag, Moss

and Solecki (1998).

A logic for “secret (fully private) announcements” was first

proposed by Gerbrandy (1999).

A logic for “private, but legal, announcements” (what we will

call “fair-game announcements”) was developed by H. van Ditmarsch

(2000).
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Example: Recall the Coin

Recall the coin model, in which nobody knows which face is up.

�� ��Ha,b,c 44
oo a,b,c //

�� ��T a,b,cjj
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Scenario 2: The coin revealed

The referee c opens his palm and shows the face of the coin to

everybody (to the public, composed of a and b, but also to himself):

they all see it’s Heads up, and they all see that the others see it

etc.

So this is a “public announcement” that the coin lies Heads up.

We denote this event by !H. Intuitively, after the announcement, we

have common knowledge of H, so the model of the new situation is:�� ��Ha,b,c 44
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Public Announcements are (Joint) Updates!

This is just the result of all agents jointly updating with H: i.e.

deleting all the non-H-worlds.

From now on, we denote by !ϕ the operation of deleting the non-ϕ

worlds, and call it public announcement with ϕ, or joint update

with ϕ.
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Scenario 3: ’Legal’ Private Viewing

Instead of Scenario 2: in front of everybody, the referee (c) uncovers the

coin, so that (they all see that) he, and only he, can see the upper

face. This changes the initial model to

�� ��Ha,b,c 44
oo a,b //

�� ��T a,b,cjj

Now, c knows the real state. E.g. if it’s Heads, he knows it, and

disregards the possibility of Tails. a and b don’t know the real state,

but they know that c knows it. c’s viewing of coin is a ”legal”,

non-deceitful action, although a private one.
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Fair-Game Announcements

Equivalently: in front of everybody, an announcement of the upper face

of the coin is made, but in such a way that (it is common knowledge

that) only c hears it.

Such announcements (first modeled by H. van Ditmarsch) are called

fair-game announcements, they can be thought of as “legal moves”

in a fair game: nobody is cheating, all players are aware of the

possibility of this move, but only some of the players (usually the one

who makes the move) can see the actual move. The others know the

range of possible moves at that moment, and they know that the

“insider” knows his move, but they don’t necessarily know the move.
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Scenario 4: Cheating

Suppose that, after Scenario 1, the referee c has taken a peek at the

coin, before covering it. Nobody has noticed this. Indeed, let’s

assume that c knows that a and b did not suspect anything.

This is an instance of cheating: a private viewing which is ”illegal”, in

the sense that it is deceitful for a and b. Now, a and b think that

nobody knows on which side the coin is lying. But they are wrong!
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The Model after Cheating
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We indicated the real world here. In the actual world (above), a and b

think that the only possibilities are the worlds below. That is, they do

not even consider the ”real” world as a possibility.
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Scenario 5: Secret Communication

After cheating (Scenario 4), c engages in another ”illegal” action: he

secretely sends an email to his friend a, informing her that the

coin is Heads up. Suppose the delivery and the secrecy of the

message are guaranteed: so a and c have common knowledge that H,

and that b doesn’t know they know this.

Indeed, b is completely fooled: he doesn’t suspect that c could have

taken a peek, nor that he could have been engaged in secret

communication.
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The model is

�� ��
�� ��
�� ��
�� ��H

a,c
��

b

~~}}
}}
}}
}

b

��@
@@

@@
@@

�� ��
�� ��H

a,b,c

JJ a,b,c
//
�� ��
�� ��Too

a,b,c

TT

65



Private Announcements

Both of the above actions were examples of completely private

announcements

!Gϕ

of a sentence ϕ to a group G of agents: in the first case G = {c}, in the

second case G = {a, c}.

The “insiders” (in G) know what’s going on, the “outsiders” don’t

suspect anything.
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Scenario 5’: Wiretapping?

In Scenario 5′, everything goes on as in Scenario 5, except that in the

meantime b is secretely breaking into c’s email account (or

wiretapping his phone) and reading c’s secret message. Nobody

suspects this illegal attack on c’s privacy. So both c and a think their

secret communication is really secret and unsuspected by b: the

deceivers are deceived.

What is the model of the situation after this action?! Things are getting

rather complicated!
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Scenario 6

This starts right after Scenario 2, when it was common knowledge that

c knew the face. c attempts to send a secret message to a announcing

that H is the case. c is convinced the communication channel is fully

secure and reliable; moreover, he thinks that b doesn’t even suspect this

secret communication is going on. But, in fact, unknown and

unsuspected by c, the message is intercepted, stopped and read by b. As

a result, it never makes it to a, and in fact a never knows or suspects

any of this. As for b, he knows all of the above: not only now he knows

the message, but he knows that he “fooled” everybody, in the way

described above.
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The Update Problem

We need to find a general method to solve all the above problems, i.e.

to compute all these different kinds of updates.

We postpone solving this problem for later.

Instead, we will axiomatize PAL, and present some of its extensions

and some philosophical applications.
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Dynamic Modalities

To express informational changes, DEL borrows an idea from PDL

(Propositional Dynamic Logic), namely the use of dynamic

modalities

[α]ϕ

The intended meaning is that: if the action α is performed (in the

current state) thenthe sentence ϕ will become true after this.

The “if” part is interpreted as a material conditional : [α]ϕ is be

definition true in states at which α cannot be performed.

The “then” part contains an implicit universal quantifier: when α is

a non-deterministic action (i.e. when executed in a given input-state s,

may result in either one of several possible output-states), [α]ϕ is taken

to mean that ϕ will be true at all possible output-states (that can

result by executing α in state s).
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Traditional (PDL) Semantics

In PDL, dynamic modalities [α] are treated exactly like any other

Kripke modalities: the models S are equipped with a set of states S

and with binary relations Rα ⊆ S × S, one for each dynamic modalities,

and the usual Kripke clause for [Rα] gives the semantics for [α]:

s |=S [α]ϕ iff t |=S ϕ for all t such that sRαt.

The only difference is in the interpretation: the relations Rα are

interpreted as transition relations for “actions”, relating an

input-state s to the possible output-states t that might result by

executing action α on input s.

For this reason, many times the “transition” notation

s −→α t is used instead of sRαt.
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DEL-type semantics

However, in DEL we will consider transition relations between states

living in DIFFERENT models.

The reason is that the original epistemic-doxastic models are only

supposed to represent the epistemic situation at a given moment, so

they might not contain states corresponding to the possible outputs of

all possible actions that one might perform.

This fits well with informational systems that are “open”, i.e. the

future actions are not predetermined.

In principle, from a purely mathematical perspective, one can always

convert an open system into a “closed” one, by adding from the

beginning enough states to the model to represent all the possible

outcomes of all possible actions.

But there are practical reasons for which this is not always a good idea:
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in a truly open system, the number of possible different actions is, not

only infinite, but beyond any cardinality (it is a proper class in the

sense of Set Theory!).

So the initial model will be, not only too large to draw, but too large

for Set Theory!

Indeed, this was the type of model initially adopted by Gerbrandy for

DEL: a (proper class structured as a) Kripke model containing all

Kripke models (the universe of all non-well-founded sets).

Later authors agreed that it is simpler to stick with “small” models,

and simply add new states only when necessary. The price is that now

the action transitions change the models themselves, instead of living

inside one fixed model.
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Epistemic Actions as Model Transformers

An action α will be thought of now as a model transformer (also

called an “epistemic update” in my Synthese paper with L. Moss),

consisting of

1. a map

S 7→ Sα

that takes any initial Kripke model S into an “updated” model Sα,

and

2. a binary transition relation

−→α
S⊆ S × Sα

between the input-states of the initial model S and the

output-states (living in the updated model Sα).
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DEL-style semantics continued

The semantics of dynamic modalities will thus be given, for any state

s ∈ S:

s |=S [α]ϕ iff t |=Sα ϕ for all t ∈ Sα such that s −→α
S t.

Note that the truth-value of ϕ (at some state s) in the model S depends

on the truth-value of ϕ (at some other states t) in the updated model

Sα.
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Dual (Existential) Dynamic Modalities

〈α〉ϕ := ¬[α]¬ϕ
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Public Announcement Logic (PAL)

The syntax of basic PAL is obtained by adding to basic multi-modal

logic dynamic modalities for public announcements:

ϕ ::= p | ¬ϕ | ϕ ∧ ϕ | 2aϕ | [!ϕ]ϕ

These formulas are interpreted on multi-agent Kripke models.

If we use K instead of 2 in the above syntax, and interpret formulas on

epistemic (S5) models, we obtain epistemic logic with public

announcements.

Similarly, if we use B instead of 2, we obtaining the doxastic logic

with public announcements, with the proviso that ‘‘doxastic

models” will now mean K45 (rather than KD45): as we’ll see, axiom

D (consistency of beliefs) is inconsistent with public

announcements!
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Formal Semantics

As a model transformer, a public announcement !ϕ maps any model

S = (S,
a→, ‖ • ‖) to a new model S!ϕ = (Sϕ,

a→ϕ, ‖ • ‖ϕ), given by:

Sϕ := ‖ϕ‖S,

s
a→ϕ t iff s

a→ t, for s, t ∈ Sϕ ,

‖p‖ϕ := ‖p‖ ∩ Sϕ

The transition relation −→!ϕ relates any state s ∈ S satisfying ϕ to the

same state s in the model Sϕ.
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Complete Axiomatizations

A complete axiomatization of basic PAL is given by:

the the axioms and rules of multi-agent modal logic;

and the following Reduction Axioms (or “Recursion Axioms”):

Atomic Permanence

[!ϕ]p ⇐⇒ (ϕ⇒ p ), for all atomic sentences p

Announcement-Negation [!ϕ]¬ψ ⇐⇒ (ϕ⇒ ¬[!ϕ]ψ )

Announcement-Conjunction [!ϕ](ψ ∧ θ) ⇐⇒ ( [!ϕ]ψ ∧ [!ϕ]θ )

Announcement-Knowledge [!ϕ]2aψ ⇐⇒ (ϕ⇒ 2a[!ϕ]ψ )

NOTE 1: These are axiom schemata, rather than single axioms.

NOTE 2: The logic is not closed under substitution!
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Epistemic/doxastic logic with public announcements

A complete axiomatization of basic epistemic (doxastic) logic with

public announcements is given by taking:

the multi-agent version of the axioms and rules of the logic S5

(respectively, K45);

together with the above Reduction Axioms, stated for K (respectively,

for B).
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Expressivity

By recursively using the Reduction Axioms, we can “rewrite” every

formula of PAL to an equivalent formula of basic modal (epistemic,

doxastic) logic:

Proposition: PAL has the same expressivity as basic modal logic.

So, in principle, all dynamic modalities are eliminable from PAL.

However, there is a difference in succintness between PAL and basic

ML:

PAL is exponentially more succint.
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Announcements about Announcements

It is important that in PAL we can iterate all the constructions:

we can announce, not only facts

!p

or combinations of facts (Boolean formulas)

!(p ∨ ¬q),

but also epistemic formulas

!(¬Kap)

and can even make announcements about other announcements

!([!q]¬Kap).

This last fact is essential for having the following nice closure property.
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Closure of public announcements under composition

Here is an interesting valid schema (all of whose instance can be

derived in the above system):

[!ϕ][!ψ]θ ⇐⇒ [!(ϕ ∧ [!ϕ]ψ)]θ

Semantically, this captures the closure of the class of public

announcements under sequential compositions:

performing successively two public announcements

!ϕ; !ψ

is equivalent to performing only one more complex public

announcement

!(ϕ ∧ [!ϕ]ψ)

83



Public Announcement Logic with Common Knowledge (PAC)

Adding back the common knowledge operator C2 to the syntax, we

obtain the public announcement logic with common knowledge

PAC.

However, in this law there is no reduction law for common

knowledge:

the formula [!p]C2q is not equivalent to any formula in the logic

without dynamic modalities.

So PAC is more expressive then modal-epistemic logic with

common knowledge.

Axiomatization??!!
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Baltag, Moss and Solecki provided a direct axiomatization, but here we

present another solution (due to van Benthem).
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An Axiomatization of PAC

The idea extend the language of classical epistemic logic with

some appropriate static modality that “pre-encodes” the dynamics of

common knowledge: “conditional common knowledge” C2ϕψ.

The usual common knowledge operator will be then recovered as just a

special case:

C2Gϕ = C2>ϕ ,

where > is any tautology.

As a result, in this extended language we WILL have a Reduction Law

for common knowledge:

[!ϕ]C2Gψ ⇐⇒ (ϕ⇒ C2ϕ[!ϕ]ψ ) .

86



Of course, to have a full elimination of all dynamic modalities, we will

also need to have now a Reduction Law for “conditional common

knowledge”!

[!ϕ]C2θGψ ⇐⇒ ??????????

But, luckily, we don’t have to extend the language further: we get such

a Reduction Law for free!

The resulting complete logic is called PACC.
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Semantics for Conditional Common Knowledge

In a model S = (S,
a→, ‖ • ‖), put

s |=S C2
θ
Gϕ iff t |=S ϕ for every t ∈ S and every chain

of the form s = s0
a1→ s1

a2→ s2 · · ·
an→ sn = t,

with all a1, . . . , an ∈ G and all s1, . . . sn |=S θ.

Essentially, this makes C2θGϕ equivalent to the infinite conjunction

ϕ ∧ EG(θ ⇒ ϕ) ∧ EG(θ ⇒ EG(θ ⇒ ϕ)) ∧ . . .

where EGϕ =
∧
a∈G2aϕ is the “everybody knows/believes” operator.
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Axiomatization of the static logic of conditional common knowledge

A complete axiomatization of the “static” epistemic logic

ECC of conditional common knowledge/belief consists of the

axioms and rules of any doxastic/epistemic logic, plus the following:

the Kripke axioms for conditional common knowledge/belief

C2θG(ϕ⇒ ψ)⇒ (C2θGϕ⇒ C2θGψ) ,

a Fixed-Point Axiom

C2θGϕ ⇒
(
ϕ ∧ EG(θ ⇒ C2θGϕ)

)
,

an “Induction Axiom”

C2θG (ϕ⇒ EG(θ ⇒ ϕ)) ⇒
(
ϕ⇒ C2θGϕ

)
,

and a Necessitation Rule: From ϕ infer C2θGϕ.
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Reduction Laws for (Conditional) Common Knowledge

A complete axiomatization of the logic PACC of public

announcements with conditional common knowledge is given

by putting to the axioms and rules of PAL, together with the above

axioms of ECCE and the following Reduction Law:

Announcement-Conditional-Common-Knowledge:

[!ϕ]C2θGψ ⇐⇒
(
ϕ⇒ C2<!ϕ>θ

G [!ϕ]ψ
)

NOTE: As a special case of this, we get:

[!ϕ]C2Gψ ⇐⇒ (ϕ⇒ C2ϕG[!ϕ]ψ)

Again, by recursively using the Reduction Axioms, we can “rewrite”

every formula of PACC to eliminate dynamic modalities:

Proposition: PACC has the same expressivity as ECC.
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Application 1: Solving the Moore Paradox

The formulas

ϕ⇒ [!ϕ]ϕ,

ϕ⇒ [!ϕ]Kaϕ,

ϕ⇒ [!ϕ]Baϕ

are not valid.

Certain formulas are “unsuccessful”.

If we introduce a backwards-looking modality “yesterday” Y , going

from any updated model S!ϕ back to the original model S, then the

correct validity is

ϕ⇒ [!ϕ]KaY ϕ.

No paradox! Not only this is consistent but it is valid!
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Application 2: Solving the standard “Muddy Children”

Three children, child 1 and child 2 are dirty. We skip the loops

(assumed for all children):
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Father makes the announcement: “At least one of you is dirty”. If he’s

an infallible source (classical Muddy children), then this is an update

!(d1 ∨ d2 ∨ d3), producing:
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If the children answer “I don’t know I am dirty”, and they are

infallible, then the update !(
∧
i ¬Kidi) produces:
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Muddy Children: The Grand Finale
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Now, in the real world (d, d, c), children 1 and 2 know they are dirty.

So, if asked again, they will answer just that. Their answer (to the

second round of questioning) is a new public update

!(K1d1 ∧K2d2 ∧ ¬K3d3 ∧ ¬K3¬d3),

that eliminates all the worlds except for the actual one, thus producing

the model �� ���� ��ddc

Now, child 3 knows that she’s clean!
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Applying the Reduction Axioms

Let di be an atomic sentence saying that “child i is dirty”.

Then the following abbreviations can be made in PAC:

at least one :=
∨
a∈A

da

exactly k :=
∨

G⊆A,|G|=k

∧
a∈G

da ∧
∧
a 6∈G

¬da


nobody knows :=

∧
a∈A

(¬2ada ∧ ¬2a¬da)

vision := nobody knows ∧
∧
a∈A

∧
b6=a

((db ⇔ 2adb) ∧ (¬db ⇔ 2a¬db))

dirties know :=
∧
a∈A

(da ⇒ 2ada)
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Then the Muddy children scenario can be encoded in the formula:

(exactly k∧C2vision)⇒ [!(at least one)][!(nobody knows)]k−1dirties know

EXERCISE: Assuming that our basic epistemic/doxastic modalities

satisfy the axioms of K45, prove the validity of this sentence in

PAC by first reducing it to a purely epistemic formula (using the

Reduction Laws), and then showing that the resulting formula is valid

either by semantic methods or axiomatically (proving it in epistemic

logic with common knowledge).

NOTE: Treating the “Cheating Muddy Children” scenario will have to

wait for when we’ll solve the Update Problem...
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EXTENSIONS OF PAL

Many extensions of PAL and PAC have been proposed.

Here, we will consider only four such extensions:

(a) the logic PAD, obtained by adding the distributed knowledge

operator D2Gϕ to PAL.

(b) the logics obtained by adding a “tell me all you know” operator !a,

by which agent a publicly announces everything (s)he knows.

(c) the logics that quantify over epistemic actions of some specific kind

(e.g. arbitrary private announcements).
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(a) Public Announcements with Distributed Knowledge (PAD)

A complete axiomatization of PAD is given by:

the axioms and rules of PAL;

the usual axioms for distributed knowledge;

the following Reduction Law:

Announcement-Distributed-Knowledge:

[!ϕ]D2Gψ ⇐⇒ (ϕ⇒ D2G[!ϕ]ψ ) .
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Application: Muddy Children

Check that in the model obtained AFTER Father’s announcement (“At

least one of you is dirty”)
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the fact that the actual world is (d, d, c) (i.e. that d1 ∧ d2 ∧ d3) is

distributed knowledge in the Group G = {1, 2, 3}.

This is what makes possible for children to find the actual world only

by communicating among themselves.
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(b) ANOTHER EXTENSION: “Tell Us All You Know”

Suppose we introduce a dynamic modality [!a]ψ, corresponding to the

action by which agent a publicly announces “all (s)he knows”.

We interpret this in a language-independent manner : a announces

which states (s)he considers possible (or equivalently, which states

she knows to be impossible).
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Semantics of !a

At a state s in a model S = (S,
a→, ‖ • ‖), this acts as the public

announcement !s(a) of the set

s(a) := {t ∈ S : s
a→ t},

representing agent a’s current information cell (in the partition

induced by a’s equivalence relation).

So the semantics of !a is given by deleting all states outside s(a) and

keep everything else the same;

i.e. by relativizing (i.e. restricting all the components of) S to the

set s(a).
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Proof System for !a

The Reduction Law for “knowledge” will use distributed

knowledge.

So we need to start with a static epistemic logic with distributed

knowledge, and add the following Reduction Laws:

[!a]p ⇐⇒ p

[!a]¬ϕ ⇐⇒ ¬[!a]ϕ

[!a](ϕ ∧ ψ) ⇐⇒ ( [!a]ϕ ∧ [!a]ψ )

[!a]2bϕ ⇐⇒ D2{a,b}[!a]ϕ

[!a]D2Gϕ ⇐⇒ D2G∪{a}[!a]ϕ
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(c) The Logic of Arbitrary Public Announcements

An extension of PAL is obtained by adding an operator that

quantifies over arbitrary public announcements:

s |=S [!]ψ iff s |=S [!ϕ]ψ for every epistemic formula ϕ .

The resulting logic is undecidable, but still axiomatizable

(Balbiani et alia 2007).

The dual modality

<! > ψ := ¬[!]¬ψ

captures learnability: ψ can be made true by (joint) learning of some

new information.
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APPLICATION 3: Fitch Paradox

This logic has been used by van Benthem to give a new solution to

Fitch’s Knowability Paradox, based on interpreting Fitch’s possibility

3 as learnability <! >.
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Two types of Solutions to Fitch Paradox

• Weaken the logic, drop/change some of the logical

principles:

Nozick 1981, Williamson 1993 question whether “knowing a

conjunction entails knowledge of the conjuncts”

Williamson 1982 uses intuitionistic logic to block the paradox,

while others use paraconsistent or partial logic.

• Weaken/change the verification thesis:

van Benthem 2004, Tennant 2002.
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Forget about the first Type

To me, the first type of solutions simply doesn’t make any sense, so I

will not present them!

Dropping logical principles to solve a paradox is like

covering your ears so that you can’t hear the bad news.

For an overview of this kind of stuff, see Brogaard and Salerno’s

article Fitch’s Paradox of Knowability, in Stanford Encyclopedia of

Philosophy.
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Tennant’s solution: Weaken Verificationism

• “A statement P is Cartesian if and only if KP is logically

consistent.”

• Example: P ∧ ¬KP is not Cartesian.

K(P ∧ ¬KP ) is provably inconsistent (entails a contradiction).

• In epistemic S5-models the requirement that P is cartesian

amounts to global satisfiability of P : “is true throughout all the

worlds of at least one model”. (see van Benthem 2004).

• Tennant proposes a Restricted Knowability :

(VT) P → �KP holds only for P Cartesian.
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Dummett’s Solution: Substitution is the Problem

Dummett restricts the substitution to basic statements (not

compound, and definitely not epistemic).

So in the Verificationist thesis

P → �KP

we cannot substitute P with P ∧ ¬KP .

This blocks the paradox.

But... why restrict?!
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Objections to Restrictions

Two Camps:

• Hand and Kvanvig (1999): The restriction of knowability to

Cartesian statements, or to basic statements is “not principled”

(ad hoc).

• Williamson (2000) and van Benthem provide a version of the

paradox which survives under the proposed restrictions.
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Williamson’s Reply to Tennant’s Restriction Strategy

• Williamson constructs the sentence:

p ∧ (Kp→ En)

• where p stands for the decidable sentence : “There is a fragment

of Roman pottery at that spot.”

• n rigidly designate the number of books actually now on my desk

• And E is the predicate “is even”

• Claim: p ∧ (Kp→ En) is Cartesian and when we apply VT to it

then the following argument will show how we regain the

paradox.
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Williamson’s Reply Continued

• (4) The following is a theorem:

K(p ∧ (Kp→ En))→ En

K distributes over conjunction and is factive:

(KKp ∧ (KKp→ KEn)) implies KEn which implies En.

• (5) This theorem (4) holds in all possible worlds:

�K(p ∧ (Kp→ En))→ �En
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Argument Continued

• (6) from lines (3) and (5) :

(p ∧ ¬Kp)→ �En

• (7) n is a rigid designator (it is not contingent whether n is even):

(p ∧ ¬Kp)→ En

• (8) We could have obtained a similar reasoning for “odd”:

(p ∧ ¬Kp)→ ¬En

• (9) We have a contradiction from (7) and (8), which doesn’t rely

on the Cartesian restriction, hence the paradox is regained.
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Tennant’s Reply (2001) to Williamson

• The sentence p ∧ (Kp→ En) is Cartesian only if En is true.

• If n is odd, then En is a necessary falsehood and line (4) should

be blocked.

• p ∧ (Kp→ En) cannot be consistently known in all cases,

therefore it is not Cartesian.
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Tennant’s Reply to Williamson

No Paradox!

• An analogue argument holds for the case of p ∧ (Kp→ ¬En).

• Hence none of p ∧ (Kp→ En) and p ∧ (Kp→ ¬En) are

“Cartesian”. So VT should not be applied to these sentences.

• Tennant’s argument: Williamson has not shown that his

restriction strategy is inadequate to treat Fitch’s paradox.
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van Benthem: Learnability

What is true may come to be known (VT*)

So we interpret Fitch’s 3ϕ as meaning the arbitrary announcement

modality 〈!〉ϕ, i.e. as ∃ψ 〈!ψ〉ϕ, and hence VT* says:

ϕ ⇒ ∃ψ 〈!ψ〉ϕ

Proposition VT* fails for some Cartesian sentences.

Let’s prove this.
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Proof

Consider the sentence:

ϕ = (P ∧ ¬KP ) ∨K¬P

Step 1: ϕ is Cartesian.

Take a model with 1 world where K¬P is true:�� ��¬P qq

116



Proof Continued

Step 2: ϕ is not always learnable.

Take the model: �� ��P33
oo //

�� ��¬P qq

where P is true in the actual (left) world, hence ϕ is true.

Even though ϕ is true, there is no truthful announcement that would

make us learn ϕ.
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Learnability demands a stronger verification thesis

Satisfying VT* is thus stronger than being Cartesian:

ϕ needs to be satisfiable not just in any model, but in some submodel

of the current one.

The verification thesis, viewed in the context of learning scenarios, is

thus much stronger than VT.

Read 3 = 〈!〉 as the arbitrary announcement modality.

• Learnability:

ϕ→ ∃ψ < ψ! > Kϕ
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Conclusions of van Benthem’s analysis)

• “Knowability of a proposition involves more than consistency of

its being known”.

• VT is related to the Learning Principle for Public

Announcements.

• “ there is no saving VT... in losing a principle, we gain a general

logical study of knowledge and learning actions, and their subtle

properties. The failure of naive verificationism just highlights the

intriguing ways in which human communication works.” (van

Benthem, 2004)
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The Dynamic Solution

The dynamic solution:

epistemic sentences are indexical.

They change their meaning after a learning action, hence they

may change their truth values when they are learned.

“Knowability” of a sentence means knowability of that sentence in its

original meaning.

This can be recovered only by referring back in time (to the moment

before the learning).
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The Dynamic Solution Continued

For this, use the “yesterday” operator.

The “correct” statement of Verificationism should be:

ϕ ⇒ ∃ψ〈!ψ〉KY ϕ

“Every truth can be learned to have been true (before the

learning).”

No paradox!

And in fact a better fit with the intended meaning of (VT)!
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